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Preface

The Internet of Things (IoT) provides unparalleled means to connect the physical
world with the digital world, enabling important applications such as Smart Infras-
tructures, Smart Parking, and Smart Toys. But existing systems are typically propri-
etary and tailored to one specific application and sacrifice interoperability for low
power consumption. This hinders widespread adoption.

This PhD thesis presents the scientific outcomes of a three-year research activ-
ity on low power IP-based wireless sensor networks. Within the scope of the FP7
CALIPSO (“Connect All IP-based Smart Objects!”) project, this thesis studies lim-
itations and enhancements of the standard IETF/IPv6 framework, which includes
the recent RPL (“Routing Protocol for Low Power and Lossy Networks”), 6Low-
PAN (“IPv6 over Low power Wireless Personal Area Networks”), and CoAP (“Con-
strained Application Protocol”) protocols, with a deep focus on radio duty cycling.
In particular, the thesis contributes to three layers of the low power IP stack: MAC,
network, and application. It also investigates cross-layer research challenges related
to security in IoT.

Each contribution has been implemented as open source software for Contiki OS,
Europe’s leading smart object operating system, and evaluated through simulations

as well as experiments on target [oT-based applications and testbeds.






Chapter 1

Context and Motivations

1.1 The Internet of Things

The Internet of Things (IoT) is a novel paradigm which comprises end-to-end IP
connectivity between smart objects. A smart object is a small micro-electronic device
that normally consists of: (i) a sensor or actuator which interacts with the physical
environment, for example by measuring its temperature; (ii) a small microprocessor
which collects and processes information, and (iii) a communication device, typically
a low-power radio, that provides connectivity.

The range of smart objects varies significantly within the application domain in
which they are applied. For instance, in a smart city, smart objects may correspond to
traffic lights or lampposts providing information on their statuses. In a smart home,
a smart object could be any electrical appliance, e.g., a refrigerator, that needs to be
controlled and accessed remotely. Cisco predicts that about 50 billion devices will be
connected by 2020.

The true innovative power of smart objects comes from their communication and
networking capabilities. So far, however, smart objects’ networks have largely been
isolated islands whose interconnection has been made difficult because of a number
of proprietary solutions, usually optimized for one specific application, that have not

been amenable to integration. In addition, the proliferation of different communica-



4 Chapter 1. Context and Motivations

tion protocols and radio technologies has delayed such integration.

IoT is changing approach by pushing IP all the way into smart objects, thus pro-
viding an open and standard-based technology for an endless number of applications
to come. The main reasons for using IP are scalability, universality, and interoperabil-
ity with existing solutions. The IoT groups different technology areas and scientific
disciplines, such as embedded systems, wireless sensor networks (WSNs), mobile
computing, and computer networks. The concept of WSNss is similar to that of smart
objects, and much of the development in smart objects has occurred in the community
around WSNs. WSNs are composed of small nodes, equipped with a wireless com-
munication device, that autonomously configure themselves into networks through
which sensor readings can be transported. The focus of this thesis is mainly on WSNs.

The vision of interconnected IP-based WSNs is seen by international organiza-
tions and standardization bodies such as IPSO Alliance, IETF, and IEEE. In partic-
ular, the IETF is the international open standardization body in charge of specifying

the IP protocol suite.

1.2 Research Challenges

The interconnection of WSNs to IoT faces several research challenges, both at the
node-level internals of each smart object, such as power consumption and physical
size, as well as at the network-level mechanisms deployed by the smart objects. These
two groups are likely intertwined, since networking mechanisms impact the power
consumption of smart objects.

The node-level challenges of smart objects primarily have to do with power con-
sumption, physical size, and cost. Power consumption is the most critical factor with
smart objects because they are often either battery-powered or use an external low-
power energy source such as physical vibrations or low-power energy harvesting so-
lutions. Physical size is important because the size and form factor determines the
potential applications for a given smart object system (we show later in this thesis
that certain applications, i.e., Smart Parking, require smart objects to be small).

The severe power consumption constraints have design implications for the hard-



1.2. Research Challenges 5

ware, software, the network protocols, and an IoT-based network architecture. Low
power consumption implies the deployment of tiny and low-cost hardware compo-
nents, with limited computational capabilities, low processing speed, and small mem-
ory. Nevertheless, the software which runs on top of it must support Internet-like
protocols; therefore, it must be efficient enough to be able to run within a severely
resource-scarce environment. However, such software limitations, which are driven
by the small-scale factor of smart objects, are in contrast with the very large-scale fac-
tor of smart objects’ networks, both in terms of (i) the number of nodes potentially

involved in the system and (ii) the number of data items generated by each node.

The network size impacts the design of routing protocols. Routing is the pro-
cess by which the network determines what paths messages should take through the
network. Since communication requires energy, the routing protocol must make well-
informed choices when planning how messages are transported through the network.
For a node to make a well-informed routing choice, it typically requires information
about both the network as a whole and about the node’s nearest neighbors. This infor-
mation requires memory, but, as already discussed, each node has a limited amount

of memory.

Smart objects’ networks often run over unreliable communication media, which
causes messages to be lost or corrupted during transmission. The lossy nature of smart
objects’ networks is an additional challenge for routing protocols. It also requires the
network to efficiently distribute and store its data in multiple positions, in order to

increase reliability and system robustness.

Given the large scale of smart object networks, network management becomes
a critical challenge. Instead of manual fine-tuning of the network infrastructure by
a system administrator, the network must be prepared to manage itself, with self-

configuration mechanisms at the nodes.

Finally, the adoption of ultra low-power radio duty cycling techniques on smart
objects is in contrast with the severe requirements of applications and also impacts

the routing protocols.
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1.3 The CALIPSO Project

IoT has the potential to enhance Europe’s competitiveness and is an important driver
for the development of an information based economy and society. Within this con-
text, the IoT European Research Cluster (IERC) has promoted a wide range of re-
search projects, related to 10T, in different application fields. The FP7 CALIPSO
project (grant agreement 288879) has been one of them.

“Connect All IP-based Smart Objects!” (CALIPSO) builds Internet Protocol (IP)
connected smart object networks, but with novel methods to attain very low power
consumption, thereby providing both interoperability and long lifetimes. CALIPSO
leaned on the significant body of work on sensor networks to integrate radio duty
cycling and data-centric mechanisms into the IPv6 stack. The project worked at three

layers: the network, the routing, and the application layer.

CALIPSO worked within the IETF/IPv6 framework, which includes the recent
IETF RPL, 6LowPAN and CoAP protocols. The project adopted the Contiki operat-
ing system, Europe’s leading open source smart object OS, as the target development
environment for prototyping and experimental evaluation. It envisioned three appli-
cations to drive the work: Smart Infrastructures, Smart Cities, and Smart Toys, all of
which need both standardized interfaces and extremely low power operation. Exper-

imental validation and evaluation were key aspects of the project.

As for the application scenarios, CALIPSO targeted two use cases: Smart Parking
and Smart Toys. Smart Toys are radio-enabled devices whose primary function is
entertainment/gaming, but they may also provide additional functionalities, such as
sensing/monitoring, education, and multimedia communication. They may appear
in various forms depending on the target user group (kids, teenagers, adults) and
may be equipped with a variety of sensors (microphone, camera, accelerometer), user
interfaces (display/touch screen, buttons/keyboard, or none), and radios (IEEE 802.11
and its Low Power variant, Bluetooth, IEEE 802.15.4/Zigbee). They can be accessed,
monitored, and acted on remotely. Smart Toys can be used in theme parks, homes,

schools, hospitals for entertainment, learning, and therapeutic purposes.

The Smart Parking application relies on sensors installed in parking places and
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an intelligent system guiding drivers to vacant parking spots in an efficient way. Not
to open the road’s tarmac too often, the wireless nodes need to exhibit longevity;
this, in turn, requires duty cycling of the radios that causes major problems to routing
protocols.

The project investigated the requirements of its use cases, which are indeed het-
erogeneous, and led to the design of a standard unified IoT architecture with opti-
mized routing, MAC and application layers, thus enabling secure and scalable end-
to-end applications. Each solution was released as open source software and evalu-
ated on real testbeds and field trials. The research presented in this thesis has been
funded by the CALIPSO project.

1.4 Objectives of the Thesis

This thesis studies some of the aforementioned research challenges related to IP con-
nection of WSNs to the IoT, taking into account related IETF standards and with a
key focus on radio duty cycling techniques. As stated above, critical factors such as
power consumption, small physical size, and losses, impact all functional layers of
the IoT-based architecture. Therefore, the thesis studies cross-layer solutions at all

layers within a unified approach. The thesis contributes in the following areas:

* study of an IoT architecture for WSNss at all layers;

* optimization and enhancements of IETF standards for constrained environ-

ments;
* design of novel techniques for energy efficiency;

* evaluation and experimentation on real testbeds of the proposed solutions.

At the application layer, the thesis first investigates distribution data storage tech-
niques and data retrieval mechanisms to increase storage capacity and data resilience
of the system. With the information coming from the routing plane, where the stan-

dard IETF RPL is used, data is spread across the network in an efficient manner.
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At the network layer, the thesis studies the RPL routing protocol in depth. An
innovative routing metric for the minimization of the delay to the sink node of the
RPL tree-like topology is proposed. The proposed metric computes the shortest delay
to the sink using information about radio duty cycling from the MAC layer.

At the MAC layer, a novel MAC protocol, namely RAWMAC (“Routing Aware
Wave-based MAC”), is proposed. RAWMAC operates in ultra low power sensor net-
works, with duty cycling below 1%. RAWMAC uses routing information to dynami-
cally align the wake-up phases of the nodes to speed up data collection.

Finally, the energy consumption problem is investigated at the security layer. The
focus is on authorization to access the resources of smart objects, which is a crucial
aspect related to security in IoT. Two solutions for handling authorization are inves-
tigated; the first implements authorization schemes on smart objects; the second one
delegates the authorization process to an external service. A comparison of the two
solutions in terms of energy consumption and memory footprint is performed.

The structure of the thesis is the following. Chapter 2 investigates research chal-
lenges at the application layer, by presenting a novel mechanism for distributed data
storage and retrieval. Chapter 3 studies the RPL routing protocol and proposes a
delay-sensistive routing metric. Chapter 4 investigates research challenges at the
MAC layer and proposes RAWMAC, a routing-aware MAC protocol for IoT. Chap-

ter 5 investigates research challenges related to security.



Chapter 2

Application Layer: Distributed
Data Storage and Retrieval

In the emerging field of the IoT, WSNs have a key role to play in sensing and col-
lecting measures on the surrounding environment. In the deployment of large scale
observation systems in remote areas, when there is not a permanent connection with
the Internet, WSNs are calling for replication and distributed storage techniques that
increase the amount of data stored within the WSN and reduce the probability of data

loss.

This chapter discusses the data storage problem at the application layer. Data
storage is affected by (i) the lossy nature of WSNs, which impacts system reliability,
and (ii) the lack of memory of the sensors, which impacts the amount of data that
can be stored in the WSN. In particular, the chapter proposes two low-complexity
distributed data replication mechanisms to increase the resilience and the storage
capacity of WSN-based distributed storage systems at large scale. The first is a greedy
mechanism which leverages on the residual available memory space of neighbors to
distribute and replicate sensing data in a hop-by-hop fashion. By proposing a simple,
yet accurate, analytical modeling framework and an extensive simulation campaign,
we complement the analysis through experimental results on the SensLab testbed.

The second mechanism extends its predecessor by proposing a cross-layer solution
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which uses routing information for an efficient data placement. In particular, we use
the RPL routing protocol to prioritize storage at nodes closer to the sink. Finally, we

treat the data retrieval problem in the last part of the chapter.

2.1 The Data Storage Problem in WSNs

In contrast to conventional network data storage, storing data in WSNs represents a
challenge because of the limited power, memory, and communication bandwidth of
WSNs. Nowadays, sensors have reached higher capabilities, in terms of processing
speed and local storage space, than in the past years [1]. This makes them more
attractive for in-network storage applications.

WSNs for IoT observation systems are typically composed by unattended nodes,
that sense the surrounding environment, and a sink node, which acts as data collec-
tor and gateway towards the Internet. Communications between sensor nodes and
the sink are typically not instantaneous, especially in isolated WSNs where the sink
node is not always present. Moreover, when applications do not require real-time
data collection, storing data units and sending aggregate data bursts can contribute
to reduce the amount of radio transmissions, thus increasing the lifetime operation
of the WSN. Efficient data retrieval can be carried out periodically through the use
of a mobile node which wanders across the WSN and collects the data stored at the
nodes. However, rare data retrieval can cause local memory overflow and, therefore,
data loss. In order to avoid this, nodes can cooperate by storing the sensed data in a
distributed way.

As WSNs tend to be left unattended for long periods, distributed data storage
has to be robust also against node failures. In order to achieve this goal, an attrac-
tive approach consists in combining distributed storage with data replication, i.e., by
distributing and storing multiple copies of the same data across the WSN. This re-
dundancy exacerbates the communication overhead required to find proper “donor
nodes” (i.e., nodes available to store data of other nodes), as well as the storage ca-
pacity of the system. Therefore, the design of efficient distributed storage algorithms

with data replication requires to deal with trade-offs between storage capacity, system
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robustness, energy consumption (network lifetime), communication efficiency.

2.2 Related Work

In the past years, various schemes to efficiently distribute and replicate data in WSNs
have been proposed [2].

In WSN distributed storage schemes, nodes cooperate to efficiently distribute
data across the WSN. There are two main approaches: data-centric storage and fully
distributed data storage. The data-centric storage approach is described in [3, 4, 5].
Here, some distinguished storage nodes, e.g., determined by a hash function, are
responsible for collecting a certain type of data. A load-balanced distributed storage
approach is proposed in [6], according to which data are preferably stored in densely
populated areas of the sensing field to minimize data loss. In [7], data are stored
according to their spatial and temporal similarity, in order to reduce the overhead as
well as the latency of a query request. Even if data-centric storage approaches are
based on node cooperation, they are not fully distributed since specific nodes store
all the contents generated by the others. A detailed survey on data-centric storage
schemes is presented in [8].

In a fully distributed data storage approach, all nodes contribute equally to sens-
ing and storing. All nodes try, first, to store the sensor readings locally and, then,
delegate other nodes in the WSN to store newly collected data as soon as their local
memories are full. A first significant contribution in this direction is Data Farms [9].
The authors propose a fully data distributed storage mechanism with periodic data
retrieval. They derive a cost model to measure energy consumption and show how
a careful selection of nodes offering storage, denoted as “donor nodes," optimizes
the system capacity at the price of slightly higher transmission costs. They assume a
network tree topology, where each sensor node knows the return path to a sink node,
which periodically retrieves data. The energy consumption problem is studied also
in [10], where data preservation in an isolated WSN is considered. In this context, an
energy-efficient data distribution scheme is proposed, based on the dissemination of

data from low energy nodes to high energy ones. However, only low energy nodes
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generate contents.

An interesting approach for load balancing is proposed in EnviroStore [11]. The
authors focus on in-network data redistribution when the remaining storage space of
a sensor node exceeds a given threshold. They use a proactive mechanism, where
each node maintains a local memory table containing the statuses of the memories of
its neighbors. Furthermore, mobile nodes (called mules) are used to carry data from
an overloaded area to an offloaded one, as well as to send the collected data to a sink
node. The deployment of mobile mules is also addressed in [12], where an efficient
distributed data storage mechanism for an isolated WSN with limited storage space is
proposed. Data is opportunistically offloaded to mobile mules when the latter are in
proximity. Moreover, data are assigned different priorities: high prioritized data are
stored closer to areas where the mules will pass more frequently. The main limitation
of the above studies consists of a lack of a comprehensive performance evaluation
framework, which encompasses analysis, simulations, and experiments. This holistic
approach is a key contribution of our work.

Data replication strategies have been proposed in the literature, mainly to over-
come the problem of node failures. The goal of replication is to copy data at other
nodes within the WSN to increase resilience. Authors in [13] propose ProFlex, a
distributed data storage protocol for replicating data measurements from constrained
nodes to more powerful nodes. The protocol benefits from the higher communication
range of such nodes and uses the long link to improve data distribution and replica-
tion against the risk of node failures. In [14], a replicator node is selected according
to some critical parameters such as connectivity, available storage and remaining en-
ergy of the node. However, a model for such selection is not given. In TinyDSM [15],
a reactive replication approach is presented. Replicas are randomly distributed within

a predefined replication range influenced by the specific replica number and density.

2.3 Replication-based Distributed Storage

In this section, we describe a low complexity (“greedy") distributed data replication

mechanism to increase the resilience and storage capacity of a WSN against node
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failure and local memory shortage. The mechanism extends the preliminar approach
presented in [16] and complements it with a simple, yet accurate, analytical perfor-
mance evaluation framework, and with an extensive simulation campaign performed
with the Cooja network simulator [17]. In particular, the proposed framework allows
to evaluate: the network storage capacity; the time required to reach this capacity
and, consequently, to start dropping data; the system robustness, in terms of retriev-
able data in case of a failure of several neighboring nodes(“bomb-like scenario™). The
validity of the proposed framework is confirmed by simulations and realistic exper-
imental data obtained with SensLab, studying the impact of several key parameters.
To the best of our knowledge, this is the first contribution that integrates experimental

results of SensLab with analytical and simulation-based counterparts.

2.3.1 Design Principles

We assume that the nodes of the WSN keep on collecting data (acquired with a given
sensing rate). Periodically, data is retrieved from a sink and canceled from their mem-
ories. This periodic retrieval is instrumental to allow the use of limited onboard mem-
ories. Data retrieval consists in forwarding the collected sensed data of the WSN to
a central base station for further processing. In this section, we do not focus on data
retrieval, which is the subject of the last part of the chapter.

In order to prevent data losses due to nodes’ failures or memory shortages, nodes
cooperate in the following way. A data acquired by a node is stored in several nodes
(possibly including the generating node). This consists in copying and distributing
replicas of the same data to other nodes with some available memory.

Information about memory availability is periodically broadcasted, by each node,
to all its neighbors. Conversely, each node keeps on updating a local memory ta-
ble relative to the memory statuses of all detected neighbors. Upon reception of a
memory status from a neighbor, a node updates the corresponding entry of its local
memory table with the new information received.

The proposed replication-based distributed data storage is greedy: in order to cre-
ate a replica of a stored data, a node selects, according to its neighbors’ memory

table, the “best” neighbor—the selection criterion will be specified in the following.
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The selected neighbor becomes a donor node. If no donor node can be chosen and
there is no available space in the local memory, then the acquired data is dropped. In

the remainder of this subsection, we formalize this greedy algorithm.

Symbol | Description Unit
N Number of nodes scalar
A Surface of deployment area m?

d Node’s transmission range m
Vl(i) Number of 1-hop neighbors scalar
B; Node i’s buffer size, i € {1,...,N} scalar
Tsens,i Node i’s sensing interval, i € {1,...,N} S
Tsens, i Node i’s sensing rate, i € {1,...,N} s7!

P Common node transmit power mW
Tadv Period of memory advertisement (from each node) | s

R Maximum number of replicas per sensing data unit | scalar
T Period of data retrieval (from the sink) S

Table 2.1: Main system parameters.

Table 2.2 lists the main parameters of the system. A WSN with N fixed nodes is
deployed over a region with area A (dimension: [m?]). The radio transmission range
of the nodes is denoted as d (dimension: [m]). The number of direct (1-hop) neighbors
ofnodei (i € {1,...,N}),i.e., nodes within the transmission range, is denoted as Vl(i).
The i-th node has a finite local buffer of size B; (dimension: [data units]) and sensing
interval Tiens; (dimension: [s]), whose corresponding sensing rate is reens i = 1/Tsens,i
(dimension: [data units/s]). Each node broadcasts, without acknowledgement and ev-
ery Thqy (dimension: [s]), its memory status to all 1-hop neighbors. Each memory
status message contains the following values, relative to the sending node: (i) node
ID; (ii) current available memory space; (iii) sensing rate; and (iv) a sequence number
identifying the message. Each node maintains a local memory table which records the
latest memory status received from neighbor nodes. The local memory table contains

one entry per neighbor, with indication of its most recent available memory space
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and the corresponding notification time. Upon reception of a memory advertisement
from a neighbor, a node updates its memory table, using the sequence number field
to discard multiple receptions or out-of-date advertisements. The memory table has
a fixed size. In case of complete depletion of the memory table, as it may occur in
dense networks (with a large number of 1-hop neighbors), a node stores only the
“best” neighbors.

The greedy distributed storage mechanism consists in creating at most R copies
of each data unit generated by a node and distribute them across the network, storing
at most one copy per node. Each copy is referred to as replica. Let us focus on node
i €{l1,...,N}. At time 7, node i generates (upon sensing) a data unit. If node i has
some available space in its memory, it stores a copy of the data unit locally, setting
the number of remaining copies to R — 1. Otherwise, if the local memory of node
i is full, or multiple copies are to be stored, node i selects, from the memory table,
a neighbor node to store a copy of the data unit. In particular, node i selects the
neighbor node, called donor, with the largest available memory space and the most
recent information. Denoting the neighbors of node i as {1,.. .,Vl(i)}, the donor at
time 7, indicated as D) (1), is chosen according to the following heuristic rule:

DY (t) = argmax B,t))
jefr,.. vy 1=1j

2.1

where #; <t denotes the time at which the available memory space B;(t;) of node
J was received by node i, with B(t;) < B;. If there is no suitable neighbor in the
memory table (i.e., Bj(t;) =0,Vje {1,... ,Vl(i)}), there is no possibility to distribute
replicas of the data unit across the network. In this case, only the original data unit
can be stored in the local memory of node i, provided that there is some available
space at node i.

Upon reception of the copy, the donor node D: (i) stores the copy in its memory;
and (ii) selects the next donor node among its neighbors, according to a modified
version of (2.1). In particular, in order to avoid loops, previously selected donors
(which already have a copy of the received data) are not enlisted among the candidate

nodes. Therefore, the selection criterion for the choice of a donor for the r-th replica
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Figure 2.1: Hop-by-hop replication in the case of R = 3 desired replicas, for several
scenarios: (a) replicas propagate up to 2 hops from the source node; (b) replicas are
stored at 1-hop; (c) the replication process stops at an intermediate donor node and

the last (R-th) copy is dropped.

(re{l,...,R}is

p!) (t) = argmax i)

: 2.2)
jefl, s T =1

where SU—1) is the set of donor nodes for the previous r — 1 copies. Upon selection
of the donor, the r-th node thus sends it a copy, decrementing the number of required
copies by 1. The replication process continues recursively until either the last (R-th)
copy is stored or an intermediate (r*-th, r* < R) donor node cannot find any suitable
next donor node. In the latter case, the final number of copies actually stored in the
WSN is smaller than R.

In Figure 2.1, we show three illustrative scenarios with R = 3. In Figure 2.1(a),
3 copies of the data unit D1, generated by node 1, are stored (respectively in nodes
1, 3, and 5). In Figure 2.1(b), copies of the data unit D2 are stored (respectively in
nodes 1, 4, and 2) — note that in this case replicas do not propagate beyond 1 hop
from the generator node. In Figure 2.1(c), the replication process stops at node 4 and

no suitable donor node can further be found. In this case, the last replica is not stored.

2.3.2 Analytical Performance Evaluation

Implementing distributed data storage with replication raises several trade-offs. In-

deed, storing multiple copies of a single data reduces the amount of unique data that
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can be stored in the WSN, whereas it improves the reliability against the risk of node
failure and complete data loss. Also, the latter reliability goes against the lifetime
operation of the WSN, as it entails more costly communication for the distribution
of replicas across the WSN. In order to characterize these trade-offs, in the following
we derive analytical bounds for key performance metrics of interest. The portfolio of
metrics includes: the network storage capacity, interpreted as the amount of unique
data that can be stored in the WSN; the time to reach the storage capacity, given by
the time required by the WSN to fill the memories of all nodes; the dropped data,
i.e., the amount of data lost because of local memory shortage; and the system ro-
bustness, given by the percentage of recoverable distinct data in the presence of a
“bomb-like”failure event involving all nodes within a certain spatial range. An accu-
rate analytical evaluation (also through the derivation of upper/lower bounds) of the

system robustness, as it will be defined, is an open problem.

Network Storage Capacity

We derive analytical expressions for upper and lower bounds of the network storage
capacity, considering the cases with and without replication.

We first consider the case without replication, when only the original copy is kept
(R = 1). Given the number of nodes N, the buffer sizes {B;}, and the sensing rates
{7sens,i }, the network storage capacity C (dimension: [data units]) is simply given by

C=Y B. (2.3)

With replication (i.e. with R > 1), the system has a resulting storage capacity,
denoted by C;, which is upper-bounded by C. In this case, the capacity is reduced by

the maximum number R of replicas and can be lower-bounded as follows:

C
G > R 2.4
Obviously, C; = C when R = 1, i.e., only the original copy is kept and no replication
is performed at all. On the other hand, the lower bound (2.4) can be actually reached

only if R replicas of each generated data unit can be effectively stored across the
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WSN. This can happen only if the storage spaces {B;} at the nodes are very large
and/or the sensing rates {rgns;} are much lower than the retrieval rate 1/7 of the

sink.

Time to Reach Storage Capacity and Data Drop

Another key performance metric is the time required to reach the network storage
capacity. This time is of interest for an operator when parameterising the period at
which the sink has to retrieve the data from the WSN. In order to provide an analytical
expression for this metric, we consider the three following cases.

In the case with local storage and without replication, the time required by the i-th
node to fill its local buffer autonomously is #; = B;/rens ;- Therefore, the time interval
to reach the network storage capacity corresponds to the longest storage filling time
across all nodes, i.e.,

feap—1 = ze{r{laXN} f. (2.5

Obviously, nodes which fill their buffers faster will drop newly sensed data because
of local buffer overflow. Assuming that the sink retrieves the stored data when there
is no available storage space left at any node in the network,! the total amount of
dropped data can be expressed as

N
Ddropfl = Z (tcapfl _ti) : 1/Tsens,i- (26)
i=1,ij

Note that the more heterogeneous the times {¢;}, the larger the amount of dropped
data. On the other hand, should all filling times be equal, i.e., #; = fcap1, Vi, it would
follow that Dyrop—1 = 0, i.€., all nodes fill up their storage memories simultaneously.
In the case with distributed storage without replication, a performance benchmark
can be obtained considering an ideal WSN where nodes can communicate with any
other node, considering instantaneous transmissions. In this case, the WSN is equiv-
alent to a single super-node with a storage capacity C equal to Zfi] B; and sensing

IThis is a pessimistic assumption, as the sink might not wait till all nodes fill their buffers.
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rate equal to Zﬁvzl Fsens,i- Thus, the time required to reach the storage capacity can be
given the following expression:
C C

Icap—ideal = = . 2.7
i’V:] Tsens,i Zivzl 1/Tsens,i

The amount of dropped data can then be expressed as follows:

0 1< leap—i

p—ideal

Ddropfideal = N (2.8)
(t - tcap—ideal) '25:1 ri 1> lcap—ideal-

In the case with distributed storage with replication (according to the proposed
greedy mechanism), the time to reach the storage capacity can be lower-bounded
using (2.7) after replacing C with C;. Taking into account the lower bound (2.4), one

thus obtains
G > C . tcapfideal .

N — N -
Zi:] Fsens,i RZ[:] Tsens,i R

feap—d = 2.9)

In Figure 2.2, we present analytical results (using Matlab) relative to the network
storage capacity. They refer to a scenario with N = 10 nodes, each with a buffer
of dimension B = 250 data units and sensing rate {7sens;} uniformly distributed in
the interval [1, 10] data units/s. Regarding the data stored local curve (local storage
without replication), the slope decreases each time a node fills its local buffer and
the time to reach the storage capacity (C = 2500 data units) is #cap—1 = 120 s. The
first dropped data occurs when the first node saturates the buffer (around 25 s). On
the other hand, with ideal distribution and no replication (data stored ideal R = 1
curve), the WSN is equivalent to a single super-node: therefore, the amount of stored
data increases linearly up to the storage capacity and no dropped data occurs until
this point (around 40 s). Once the capacity is reached, the curve flattens and data
starts to be dropped. By adding replication (R = 3 and R = 5), the total sensing rate
is multiplied by R (see the denominator of the lower-bound in (2.9)): the capacity C
is reached faster and data dropping starts earlier. In order to avoid dropped data, in
practical scenarios data retrieval from the sink should be more frequent, preventing

the local memories from saturating.
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Figure 2.2: Stored and dropped data, as functions of time, with local and ideal dis-

tributed storage. For both cases, curves with and without replication are depicted.

2.3.3 Performance Results

In this subsection, we apply the analytical framework proposed in Section 2.3.2 to
study the performance of our distributed storage mechanism. We complement this
analysis with a simulation campaign, performed in the Cooja network simulator [17],
and a large-scale experimental validation, carried out with the SensLab testbed [18].
Even if the SensLab platform is suitable for testing WSN-based applications [19], to
the best of our knowledge, no studies with experimental results collected in SensLab
have been published so far, but for preliminary experimental results which we pre-
sented in [16].

In the remainder of this subsection, we focus on a direct comparison between an-
alytical, simulation, and experimental data, in order to clearly highlight the accuracy
of the proposed framework. The interested reader is referred to [16] for further exper-

imental results. In particular, we study how the system performance is affected by (7)
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the (common) transmit power F; (ii) the sensing interval of the nodes Tseps; and (iii)
the number of replicas R. We also investigate the system robustness against bomb-
like events. Before presenting performance results, we summarize the experimental

(SensLab) and simulation (Cooja) setups.

Setup

The SensLab platform offers 1024 sensors, equally distributed at 4 sites in France
(Grenoble, Strasbourg, Lille, Rennes), where researchers can deploy their codes and
run experiments. Each node’s platform embeds a TI MSP430 micro-controller and
operates in various frequency bands depending on the radio chip (either CC1100 or
CC2420).

All the experimental results presented in the following are obtained from the Lille
site of SensLab. The deployed WSN platform is the wsn430v14, which adopts the
CC2420 radio chip, conformed to the IEEE 802.15.4 standard. An overview of the
Lille site is shown in Figure 2.3. Nodes are installed in a regular grid, placed on verti-

Figure 2.3: The Lille site of SensLab.

cal and horizontal trays. We have chosen the Lille site since the deployed wsn430v14
platform embeds the same MSP430 microcontroller and the same CC2420 radio
transceiver of the Tmote sky platform, which can be easily emulated in the Cooja

simulator, thus allowing a direct comparison between simulations and experiments.
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The proposed distributed storage mechanism has been implemented in Contiki,
which is an open source operating system for the IoT. It allows tiny, battery-operated
low-power systems to communicate with the Internet. Contiki provides two wireless
networking stacks: (i) a full IP network stack (with standard IP protocols such as
UDP, TCP, and HTTP), denoted as ulP; and (i) the Rime stack, a lightweight protocol
stack that supports simple primitives, such as sending a message to all neighbors or
to a specified neighbor. In the implementation considered for this work, we adopt the
latter.

At the link layer, nodes run the Carrier Sense Multiple Access with Collision
Avoidance (CSMA/CA) mechanism, coupled with ContikiMAC [20], a low-power
asynchronous radio duty cycling protocol. All nodes have the same buffer size, equal
to B = 100 data units. The memory advertisement period T,qy is set to 25 s. The
scenario consists of 80 nodes,> placed on the same horizontal tray, i.e., at the same

height. A graphical representation of the experimental setup is shown in Figure 2.4(a).

Impact of Transmit Power

We argue that our greedy approach is significantly influenced by the network topol-
ogy. For instance, in a dense network, where nodes have several neighbors, our data
distribution mechanism could work better than in a sparse network with only a few
direct neighbors. The network topology depends on the transmit power of the nodes.
The higher the transmit power P, the higher the number of neighbors a node can
communicate with. However, it is hard to compute the exact number of detected
neighbors in SensLab. This is due to the highly variable propagation conditions of
the environment, because of: reflections and shadowing effects; radio interference
with experiments run by other users; presence of people in the room; instabilities of
the nodes. For this reason, experiments are executed with different power settings,
namely, -20 dBm and -25 dBm, according to the CC2420 datasheet. Higher values

21t has been found that some SensLab nodes do not work properly or are not available for testing.

This prevents us to deploy all the 256 nodes in Lille.
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Figure 2.4: Network topology: (a) scenario tested in SensLab Lille, (b) equivalent

topology simulated in Cooja, for various transmission ranges.

of the transmit power cause high interference, which leads to many collisions and
degrades the overall communication performance.

On the simulation side, Cooja offers a unit disk communication model, composed
by an inner transmission circle, with radius dix, and an outer interference circle, with
radius d;y; > dix. A node communicates with nodes within the circle with radius diy
and interferes with nodes located within the outer circle with radius d;,. No interac-
tions occur with nodes located outside the interference circle. Four combinations of
dix and d,¢, numbered from 1 to 4, have been considered in the simulations, as shown
in Figure 2.4(b).

At this point, it is of interest to evaluate the time required by the system to reach

the network storage capacity. In Figure 2.5, the amount of stored data is shown, as
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Figure 2.5: Data stored in the system, for various values of the transmit power. In all
cases, we consider: no replication (R = 1), buffer size equal to 100 data units, N = 80

nodes, and T,qy = 25 s.

a function of time, by comparing the analytical prediction with experimental and

simulation results.

» Considering the experimental results, it can be observed that the capacity, equal
to 8000 data units, is reached later when a lower transmit power is used —
for instance, -25 dBm — since fewer neighbors are detected. Consequently,
data cannot be distributed efficiently through the network. On the other hand,
with a higher transmit power — namely, -20 dBm — each node has a “larger"

neighborhood and the capacity is reached earlier.

* The analytical framework is applied considering the case with local storage
(“local storage (anal)" curve), i.e., where nodes fill their own local buffers
autonomously, according to (2.5) in Subsection 2.3.2. In this case, the time
to reach the storage capacity corresponds to the longest storage filling time

across all nodes. As expected, the analytical curve relative to local storage
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Figure 2.6: Data dropped in the system, for various values of the transmit power. In
all cases, we consider: no replication (R = 1), buffer size equal to 100 data units,
N = 80 nodes, and T4y = 25 s.

lower bounds the experimental curves. Note how the “local storage (exp)"
curve, obtained by setting the transmit power to 0 in SensLab, is equivalent
to the analytical one.

* Considering the simulation results, it can be observed that increasing the com-
munication range dix leads to a delayed data storage. In this case, the CSMA
module detects the radio channel busy, being occupied by radio activities from
other nodes, and postpones the transmission. Consequently, the time to reach
the storage capacity increases.

Overall, an excellent agreement between analysis, simulations, and experiments can
be observed.

We also evaluate the amount of dropped data due to local memory shortage. Re-
sults are shown, considering all configurations of Figure 2.5, in Figure 2.6. Nodes

drop newly acquired data once their local memories are full and no neighbor is avail-
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Figure 2.7: Number of nodes which fill the local memories, as a function of time, for
various values of the transmit power. In all cases, we consider: no replication (R = 1),
buffer size equal to 100 data units, N = 80 nodes, and Tqy = 25 s.

able for donating extra storage space. It can be observed that data dropping starts
early for lower transmission ranges, e€.g., With [dix 1,din,1] and [dix 2,dint 2] configura-
tions, respectively. In these cases, data is distributed more rapidly and the capacity
is reached earlier. In the same figure, the performance predicted by our analytical
framework with local storage, according to (2.6), and the experimental performance
(“local storage (exp)" curve, -20 dBm and -25 dBm cases) are shown. As observed
for Figure 2.5, in this case an excellent agreement between analysis, simulations, and

experiments can be observed as well.

In order to monitor the dynamic filling of the memories, in Figure 2.7 the number
of saturated nodes, i.e., nodes which have their local memories completely filled, is
shown as a function of time. Again, it can be observed that the scenarios with lower
transmit power are associated with a faster saturation of the nodes’ memories. The

step function is related to the case with local storage (both analytical and experimen-
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Figure 2.8: Number of failed transmissions due to no reception of an acknowledge-
ment from the receiver or to saturation of the CSMA output queue, for various values
of the transmit power. Epxerimental and simulation results are considered.In all cases,
we consider: no replication (R = 1), buffer size equal to 100 data units, N = 80 nodes,
and T,qy = 25 s.

tal results).

It has been anticipated that the CSMA module delays the transmission of radio
packets when detecting a busy radio channel. In this case, packets are queued in the
output MAC buffer up to successful delivering. The transmission fails if no acknowl-
edgement is received back from the destination or if the queue is full.? In Figure 2.8,
the number of failed transmissions is shown as a function of time. In this case, only
experimental and simulation results are shown. As expected from the results previ-
ously shown, failed transmissions occur more frequently in the presence of a higher

transmit power. However, higher congestion can be observed in the experiments, even

3In network theory, this situation is referred to as congestion, and it occurs when the arrival rate is

greater than the departure rate.
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if they are run at a very low transmit power. The same behaviour has been observed
for higher values of the transmit power. We remark that a comprehensive performance
evaluation of the SensLab testbed goes beyond the scope of this work and is currently

under investigation.

Impact of the Sensing Interval

We now show the results obtained varying the sensing interval Tgps of the nodes.
Recall from Table 2.2 that the sensing interval, defined as Tiens = 1/rsens, is the time
interval between the generation of two consecutive sensed data units by a node. We
run various experiments and simulations setting the sensing interval Ty to an integer
value in the possible ranges: [1-4] s, [2-8] s and [4-13] s, respectively. We deploy the
same scenario as in the previous case, with no replication (R = 1). The transmit power
P, of the SensLab nodes is set to -20 dBm. The unit disk model in Cooja is set to
[dix 3,dint,3]. In Figure 2.9, the amount of stored data is shown, as a function of time,
in correspondence to the ranges of values of T, indicated above. It can be observed
that the memories of the nodes are filled faster with a shorter sensing interval. In
addition, the agreement between simulations and experiments is very good.

In Figure 2.10, the number of saturated nodes, i.e., nodes which have their local
memories completely filled, is shown as a function of time. Nodes fill their local
memories faster when shorter sensing intervals are used, e.g., when Tgps i selected in
the range [1-4] s. In the simulated cases, the saturation of the memories occurs earlier,
since the impact of the CSMA backoff delay is reduced as compared to experiments.

In order to track the energy consumption of the nodes in SensLab, we evaluate the
average percentage of time the radio of the nodes is turned on. For this purpose, we
use Powertrace, a system for network-level power profiling for low-power wireless
networks [21]. The obtained results are shown in Figure 2.11. As expected, in the case
with a short sensing interval, i.e., Tiens € [1 — 4] s, the power consumption increases,
since nodes tend to distribute data more frequently. In the other two cases, i.e., Tgeps €
[2—8] s and Tyeps € [4 — 13] s, respectively, the energy consumption is lower.

Overall, it can be concluded that results obtained through Cooja simulations and

through real experiments in SensLab are in agreement with each other. As mentioned
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Figure 2.9: Data stored in the system, for various values of the sensing interval Tgeps.
In all cases, we consider: no replication (R = 1), buffer size equal to 100 data units,
N = 80 nodes.

earlier, a thorough characterization of the SensLab platform is an interesting research

topic.

System Robustness

There is often strong spatial correlation among failed nodes. The events that destroy
one node may very likely influence a nearby node and destroy it as well. Examples
could be a natural disaster (earthquake, fire, etc.) or system crashes (application fail-
ure, network errors, external attack).

First of all, robustness against nodes’ failure is directly related to how well copies
of a given data can spread across the network. As already discussed, redundancy is
introduced by setting the number of copies (referred to as replicas) to a value R > 1.
Replicas of a sensed data unit follow a hop-by-hop replication from the generator

node to subsequent donor nodes, avoiding loops. For the following tests, the transmit
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Figure 2.10: Number of nodes which fill the local memories, as a function of time, for
various values of the sensing interval 7geps. For each value of Tpg, both experimental
and simulated results are shown. In all cases, we consider: no replication (R = 1),

buffer size equal to 100 data units, N = 80 nodes.

power P, in SensLab has been increased to -10 dBm, and the unit disk in Cooja has

been set to [dix 3,dint 3]

In Figure 2.12, the average hop distance (from the generator node) reached by
replicas is shown as a function of the replica number — the 0-th replica refers to the
original data. Various values of R are considered: for each value, the replica number
varies between 0 and R — 1. It can be observed that, on average, consecutive replicas
tend to spread reasonably through the network. Simulated and experimental curves
almost coincide for R = 3 and R = 5. This is in agreement with the proposed mech-
anism, since donor nodes are selected on the basis of their available memory space
and sensing rate, which are the same for simulations and experiments. In the case
with R = 7, there is a discrepancy between experimental and simulation results for

high values of the replica number. This is due to the fact that, according to the results
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Figure 2.11: Average radio duty cycle (percent) over time, for various values of the
sensing interval Tgens. In all cases, we consider: no replication (R = 1), buffer size
equal to 100 data units, N = 80 nodes, and Tpqy = 25 s.

in Figure 2.10, in the realistic SensLab scenario nodes saturate their memories more
slowly. Therefore, copies are likely to be stored closer to the originator than in the
simulation scenario. As already observed, however, the agreement between simula-
tions and experiments is very good. In order to make the agreement excellent, the
Cooja simulator needs to be extended to capture the phenomena (mostly at physical

layer) that affects the communication performance in SensLab.

At this point, in order to investigate further the robustness of the proposed dis-
tributed storage mechanism, we assume a “bomb-like” failure event, involving a node
and all its direct neighbors within a certain spatial range. We assume a squared failure
range, with edge ¢, as depicted in Figure 2.13. Intuitively, higher values of ¢ corre-
spond to a more violent bomb-like event. The system robustness is defined as the per-
centage of distinct data units (i.e., not counting replicas) which can still be retrieved

after a bomb-like event. According to this definition, assuming that the bomb-like
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Figure 2.12: Average hop distance reached by the k-th replica versus k. k varies be-
tween 0 and 2 (R =3),0and 4 (R =5), 0 and 6 (R = 7), respectively. The 0-th replica

refers to the original data.

event happens at time ¢, the system robustness Robys () can be expressed as

¥ ) Roby (1)

Robeys o(1) = == 0 (2.10)

where: X (1) < C; is the amount of distinct data stored in the system up to time 7; and
Roby (1) equals 1 if at least a replica of the /-th data unit has been stored, at time ¢,
outside the c-th square (otherwise, Roby (1) = 0). Note that the time instant 7 at which
a bomb-like event happens has an impact on the system robustness — obviously,
our definition of system robustness depends implicitly on ¢. At the beginning of the
collection period (i.e., with limited storage), it is more likely that at least one of the R
replicas is stored in a surviving node (in a node beyond the direct neighbors). On the
other hand, at the end of the collection period the network saturates and nodes’ buffers
are almost full. Thus, it is more likely that no replica can be stored and, therefore, a

bomb-like event may destroy a significant amount of information.
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Figure 2.13: Node failure in the case of a “bomb-like” failure event, involving the
node and several neighboring nodes within a certain spatial range. The ¢ parameter

controls the impact of the bomb.

In Figure 2.14, the system robustness is shown as a function of time, for vari-
ous configuration of R and c. For each considered combination, both simulated and
experimental results are shown. Two values of ¢ are considered, namely, c = 1 and
¢ = 3. The robustness increases for lower values of ¢, since the geometrical shape
of the failure event is reduced. As for the number of replicas R, the case with R =3
surprisingly has the highest robustness. In fact, storing fewer replicas slows down the
saturation of the memories, and it allows more data to be replicated. Both simulations

and experiments show this trend.

Simulated results show a higher robustness than experimental ones. In particular,
the robustness is around 0.7 in the simulated case with R = 3 and ¢ = 1, while in
the corresponding experimental case the robustness reaches 0.5—similar conclusions

hold for the remaining configurations. This is caused by (7) the slightly higher spread
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Figure 2.14: System robustness, as a function of time, considering various values of

R and c. Both simulated and experimental results are shown.

of the replicas in simulations, as observed in Figure 2.12 for R = 7, and by (ii) the
amount of stored data for each replica number. The latter parameter is investigated
in Figure 2.15, where the Probability Mass Function (PMF) of the total stored data,
as a function of the replica number, is shown, considering various values of R. It can
be observed that, in the experimental case, the PMF concentrate at the origin, i.e., a
considerable amount of data, about 60%, has only the original copy. On the opposite,
the PMFs predicted by the simulations, regardless of the value of R, have the same
trend of the experimental ones, but for a higher average value—indeed, less than
50% of the data has only the original copy. The discrepancy between experimental
and simulation results is caused, as already observed, by the collisions in the SensLab

testbed, which limit effective data spreading.
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are shown.

2.3.4 Discussion

The impact of several parameters on the performance of the proposed distributed
data storage mechanism has been investigated, through analysis, simulations, and
experiments. On the basis of the obtained results, the following observations can be
carried out.

Experimental results, which significantly extend the preliminary results in [16],
have been validated through an analytical framework and a comprehensive simula-
tion campaign. In particular, the Cooja network simulator has been configured to
reproduce the SensLab Lille experimental scenario as accurately as possible. We
have shown that a careful calibration of the communication range in the simulator
allows to obtain simulation results which have a limited discrepancy with respect to
the experimental results. This discrepancy is mainly related to the higher amount of
collisions in the SensLab Lille testbed, which cause the CSMA module to delay the
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transmissions or even to drop packets. Accurate modeling of the propagation condi-
tions, the interference, and the received radio signal strength of the SensLab nodes is

an interesting research direction and is currently under investigation.

As for the proposed greedy distributed storage mechanism, it can be concluded
that the lightweight hop-by-hop replication scheme guarantees a reasonable spread
of the replicas. Therefore, this mechanism is robust in the case of a failure involving
several nodes within a limited area. A shortcoming of the proposed approach, how-
ever, is that it tries to make exactly R replicas of all data. This may be unconvenient
when the memories of the nodes are almost full, and may prevent new data to be
stored. A solution to this problem could rely on a dynamic self-organization of the
replicas, which autonomously decide to replicate or not. For example, the replication
process may stop in correspondence of an intermediate r-th step (with r < R) if a
prior replica has already been stored far away. In order to prevent dropping of locally
generated data, thus increasing robustness, the storage space at each node could also
be divided into two blocks: one for local measurements and the other for data coming

from other nodes.

Another appealing extension of the proposed mechanism is in the direction of
including load balancing, e.g., by equalizing the levels of occupancy of the nodes’
memories over time. Replicas may move from a saturated network region to an of-
floaded one. However, the complexity of this solution could be quite high and may

require the use of a centralized approach.

Finally, the proposed mechanism could be extended with a cross-layer solution
between application layer and routing layer. By using information from the routing
layer could lead to (i) a more efficient donor node selection algorithm, and (i7) a broad
propagation of redundant copies through the network. The next section presents an
enhancement to the current solution that makes use of RPL, the IPv6 routing protocol
for Low power and Lossy Networks (LLNs) standardized by IETF ROLL [22], which
is one of the building blocks of the IoT.
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2.4 Routing-based Distributed Storage with RPL

In the previous section we have presented a low complexity greedy mechanism for
distributed data storage. A drawback of the proposed solution is that replicas of a
given data item do not spread throughout the WSN. In this section, an alternative
approach, which makes use of the RPL routing protocol, is described. Basically, we
want to include information on the position of the node within the network for a
more efficient data placement as well as helping data retrieval. Information about the
position of a node is suggested by the RPL rank, a value provided by the RPL routing
protocol that indicates the position of a node within a routing tree, according to a
routing function.

This section is organized as follows. First, an overview of RPL is given in Sub-
section 2.4.1. A detailed description of the new storage algorithm, highlighting the
main differences with the previous greedy one, is provided in Subsection 2.4.2. In
Subsection 2.4.3, we evaluate the protocol through extensive simulations conducted
in Cooja, the wireless sensor network simulator in Contiki. At last, Subsection 2.4.4
concludes the discussion about data storage and introduces the data retrieval problem,

which is the topic of the last part of the chapter.

2.4.1 Overview of RPL

RPL is a distance-vector protocol which creates a routing tree, referred to as Desti-
nation Oriented Acyclic Directed Graph (DODAG), where the cost of each path is
evaluated according the metrics defined in an Objective Function (OF). The goal of
this protocol is the creation of a collection tree protocol, and a point-to-multipoint
network from the root of the network to the devices inside the LLN, as well as a
point-to-point network between any pair of devices.

In order to build the tree and to keep the status of the network updated, the root
of the RPL tree periodically sends DODAG Information Object (DIO) messages. The
receiving nodes may relay these messages or just consume them, if configured as
leaves of the tree. The mechanism of RPL is quite simple: each node has a rank

which places it in the hierarchy of the RPL tree and lets it define which nodes are
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its parents. When a DIO message is received for the first time, a node, before setting
its rank, listens through the network discovery mechanism which are the possible
parents to whom it can join. At the end of this discovery phase, according to the
outcomes of the OF, a node sets its rank to be highest among the ranks of its possible
fathers. To avoid loops or network misconfiguration, two nodes in the same network
are not allowed to have the same rank so, as soon as such a situation is detected, one
of the conflicting node updates its status. According to the outcome of the OF, the
node selects also the best path it can use to transfer the data to the root of the tree.
On the other side, if a DIO message has already been received at least once, the node
evaluates the incoming DIO message to check whether its position in the DODAG
tree can remain the same or must be updated. In the former case, the node discards
the packet, whereas in the latter it computes and its new rank and it discards the list of
parents, in order to avoid creating loops due to its new position in the DODAG tree.
In Figure 2.16, we show the operations that a node carries out to establish its role in
the DODAG tree when it receives a DIO packet.

Since devices in LLNs are typically resource constrained, the RPL protocol also
introduces a trickle mechanism to reduce the transmission frequency of DIO mes-
sages according to the stability of the network. If the network status is stable, the
frequency of transmission of DIO messages decreases. As soon as an anomaly or an
inconsistency within the network is detected, the frequency is kept back to the default
value and a procedure of recovery is started. If the chosen procedure is a local repair,
the node simply selects a new best parent. Otherwise, in the case of a global repair,

the root sends a new DIO message to restart the construction of the tree.

Since information may flow also in the other direction, that is from the root to
the leaves, and since the communication links are asymmetric, RPL has defined a
strategy also for the construction of downwards routes. In this case, the remote nodes
send Destination Advertisement Object (DAO) messages to the root. While traveling
back to the root, the intermediate nodes addresses are stored in the packet, so that the
complete route from the root to the node is created. There are two ways of operating
while creating a downward route: (i) storing and (ii) non-storing mode. In the former

case, a message is sent from the remote node to the root and each intermediate parent
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Figure 2.16: Diagram of the creation of a RPL tree in a node belonging to a DODAG
tree.

node stores the addresses of the children from which it has received a DAO. In the
latter, instead, intermediate nodes do not store the addresses of their children, but they
only limit to insert their address in the DAO, transferring it to the root, which will be

the only node with the complete topology to transfer information downward.

The control messages exchanged by RPL can also be used to convey additional
information, depending on the specific application requirements. This technique, re-
ferred to as piggybacking, allows to significantly reduce the amount of exchanged

messages. For instance, it can be used to transfer information about the status of a
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node.

2.4.2 Design Principles

The RPL-based distributed storage mechanism is based on the same principles of
previous greedy one: nodes of the WSN, upon joining a RPL DODAG, keep on col-
lecting data (acquired with a given sensing rate). Data retrieval is performed by an
external agent that periodically connects to the DODAG root and gathers all the data
from the WSN.#

In order to prevent data losses, data is stored in several nodes (possibly including
the generating node). This consists in copying and distributing replicas of the same
data to other nodes with some available memory. As in the greedy mechanism, in-
formation about memory availability is periodically broadcasted, by each node, to all
direct neighbors.

The main parameters are listed in Table 2.2. Without loss of generality, we con-
sider a WSN with N fixed RPL nodes deployed over an area whose surface is A
(dimension: [m2]). Nodes only interact with 1-hop neighbors, i.e., with nodes within
the radio transmission range d (dimension: [m]). Note that an additional node acts as
RPL DODAG root, even if it does not participate in sensing and storage. Therefore,
the final number of nodes is N + 1. The i-th node has a finite local buffer of size B;
(dimension: [data units]) and sensing rate ; (dimension: [data units/s]).

Each node broadcasts without acknowledgement and every 7,4, (dimension: [s]),
its memory status to all nodes within direct transmission range (i.e., 1-hop neighbors).
Each memory advertisement consists of 6 fields relative to the sending node: the
RPL rank of the node; value of sensing rate; up-to-date available memory space; an
aggregate that indicates the status of node memories in the down direction in the
DODAG, an analogous value for the up direction, and a sequence number. Each node
maintains a table which records the latest memory status received from neighbor
nodes. Upon reception of a memory advertisement from a neighbor, a node updates

its memory table, using the sequence number field to discard multiple receptions or

4RPL-based data retrieval is the focus of the next section.
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Symbol Description Unit

N Number of RPL nodes scalar

A Surface of deployment area m?

d Node transmission range m

B; Node i’s buffer size, i € {1,...,N} scalar

ri Node i’s sensing rate, i € {1,...,N} 5!

MaxHopDown | Maximum distance (in the down direction), | scalar
that can be announced in a memory adver-
tisement, at which some available space is
present

MaxHopUp Maximum distance (in the up direction), | scalar
that can be announced in a memory adver-
tisement, at which some available space is
present

Tadv Period of memory advertisement (from each | s
node)

R Maximum number of replicas per sensing | scalar
data unit

T Period of data retrieval (from the sink) S

Table 2.2: Main system parameters.

out-of-date advertisements. The aggregate of the status of node memories in the down

direction in the DODAG is given the minimum hop distance at which a node with

some available space can be found. This distance is computed as follows: if a node

detects that at least one of its children (i.e., neighbors with higher RPL rank) has some

space locally, it sets this distance to 1. Otherwise, a parent increments by 1 the value

of the minimum distance given by its children. Once the distance reaches a maximum

value, a node assumes that there is no available memory in the down direction of the

DODAG. The maximum value of the flag is given by the MaxHopDown parameter,

listed in Table 2.2. Similarly, the status of the node memories in the up direction is
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Figure 2.17: Messages exchanged for memory advertisements.

computed in the same way, but in the inverse direction of the DODAG:; in this case,
the maximum hop distance that can be announced in a memory advertisement is given
by the MaxHopUp parameter.

The first message exchange, depicted in Figure 2.17 (a), is between node 3 and
node 1. Node 3 transfers a memory advertisement saying that it has no available space
but there is one of its 1-hop children with available space, as stated by the minimum
hop distance downward (mhdgow,) parameter. Node 1, which has no available mem-
ory, then sets mhdqown to 2, because it has received the information that the closest
node with available memory is at 2-hop distance. Then, as shown in Figure 2.17 (b),
node 2 sends its memory advertisement saying that it has available space. Conse-
quently, node 1 becomes aware that there is a closer node with available space, so it
updates its mhdgown to 1.

An illustrative scenario is shown in Figure 2.17.

Like the greedy mechanism, the RPL-based mechanism is fully decentralized, in
the sense that all nodes play the same role. It consists in creating at most R copies of
each data unit generated by a node and distribute them across the network, storing at
most one copy per node, possibly closer to the DODAG root to reduce later the energy
consumption of the retrieval phase. Each copy is referred to as replica. Let us focus
onnode i € {1,...,N}. At time ¢, the node generates (upon sensing) a data unit. The
memory table of node i contains one entry per direct neighbor. Node i selects from
its memory table the neighbor node, called donor, with the largest available memory

space and the most recent information. Moreover, priority is given to those donors
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which are parents of node i in the tree, i.e., nodes with lower rank. If no parents can
be selected, node i looks for a sibling in the tree, i.e., a node with the same parent,
providing that such node has some available space. If no sibling can be chosen, node
i searches for a child. In case that all neighbors have no space locally, then node i
checks if a neighbor at least knows about some available space beyond 1 hop, i.e.,
in the up direction and/or in the down direction of the DODAG. In this case, again,
priority is given to nodes in the up direction. If there is no suitable neighbor in the
memory table, there is no possibility to distribute replicas of the data unit across the
network. In this case, only one copy can be stored in the local memory of node i, if i

has some space locally.

If a donor node can be selected, node i sends to it a copy of the data unit, speci-
fying how many other copies are still to be distributed in the WSN. As in the greedy
mechanism, the number of required copies is set to either R — 1 (if node i can store
the original data locally) or R (if node i’s local memory is full). Upon reception of
the copy, the donor node stores the copy in its memory, if it has some space locally,
and selects the next donor node among its neighbors, discarding the sending node
and the source node from the candidate nodes. The next donor is chosen such that
its RPL rank diverges from the one of the generator node. This causes replicas to
spread well throughout the RPL tree. At this point, the donor sends the copy to the
next chosen donor node, decrementing the number of required copies by 1. The repli-
cation process continues recursively until either the last (R-th) copy is stored or stops
when one donor node cannot find any suitable next donor node. In the latter case, the
final number of copies actually stored in the WSN is smaller than R. Note that, if a
donor cannot find a next neighbor with a suitable RPL rank, the replica may follow a
different reversed path along the DODAG, and retake the original direction later.

In Figure 2.18 we show an illustrative example with R = 3 desired replicas. In
Figure 2.18(a), nodes always try to distribute replicas to parents in the up direction
of the RPL tree, e.g., nodes with a lower rank. As the network saturates, data is
distributed towards nodes with the same rank or with a higher rank, i.e., in the down
direction of the DODAG, as shown in Figure 2.18(b).
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Figure 2.18: Hop-by-hop replication in the case of R = 3 desired replicas, for several
scenarios: (a) replicas propagate to nodes closer to the RPL root first; (b) data is
distributed to nodes in the down direction of the tree as the memories of the parents

are full.

2.4.3 Performance Evaluation

The RPL-based mechanism has been implemented in Contiki 2.5 and evaluated in
Cooja. The scenario is depicted in Figure 2.19. A rectangular grid is composed of 60
storing nodes, shown in green. Each node inside the grid communicates with 4 direct
neighbors. Moreover, to simulate real conditions, the node interferes with some extra
nodes: collision occurs if a node and at least one amongst its direct neighbors or
its interfering nodes transmit a packet at the same time. For example, referring to
Figure 2.19, the neighbors of node 36 are nodes: 50, 51, 55, and 43, respectively.
The interfering nodes, shown between the two circles, are nodes: 29, 54, 56 and 57,
respectively. Collisions may be caused also by the hidden terminal problem [23]. A
100% Packet Delivery Ratio (PDR) is assumed, i.e., packets are always delivered,
providing that no collision has occurred. Note that nodes along the borders have less

neighbors than the others. Finally, node 1, in the upper left part of the grid, acts
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Figure 2.19: Scenario evaluated in Cooja. 60 storage nodes (shown in green) are
deployed in a regular grid. Each node has 4 direct neighbors. The RPL root is node 1

of the figure (shown in yellow).

as RPL root, creates the routing topology, and performs periodical data retrieval.
In Figure 2.20, a detailed view of the scenario is depicted. Nodes at the same hop
distance from the RPL root are drawn with the same color. The maximum number of
hops equals 13. It has been observed that RPL sometimes modifies the structure of
the tree, therefore, a node may change its RPL rank.

The interval between two consecutive data retrieval is 7 = 10 min. The sensing
period of the nodes is an integer number chosen randomly and independently in the
range [1,9] s. All nodes have the same buffer size, which equals B = 100 data units.
The memory advertisement period T,qy is set to 30 s. We adopt the Expected Trans-
mission Count (ETX) as RPL metric. According to this metric, the routing function
tends to minimize the number of expected transmission towards the RPL root. In the

presence of perfect reliable links, it is equivalent to minimize the number of hops.
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Figure 2.20: Hop distance of each node from the RPL root. The network has a total

size equal to 13 hops.

Impact of the Number of Replicas

We run 4 simulations, setting the number of replicas R to 1, 3, 5, and 7, respectively.
Note that the case with R = 1 is without replication, i.e., only the original copy is

stored.

The time required by the system to reach the network storage capacity is com-
puted in the different cases. With the setting described above, the network storage
capacity C, which denotes the maximum amount of data that can be stored in the
WSN, equals C =N x B =60 x 100 = 6000 data units. In Figure 2.21(a), the amount
of total stored data is shown, as a function of time, for the four considered simulated
cases. It can be observed that the capacity is reached later when fewer replicas are
used — for instance when R = 1 — since less data is generated. On the other hand,
for higher values of R, the capacity is reached earlier. However, the slope of the curve,

in the case with R = 3, tends to approximate the ones obtained with R =5and R =7.
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This is due to the fact that a higher storing rate quickly saturates the memories of the
nodes at the beginning of the simulation, leading to a less efficient data distribution

later.

In Figure 2.21(b), the amount of dropped data is shown, as a function of time.
Nodes drop newly acquired data once their local memory has filled up and no neigh-
bors are available for donating extra storage space. Remember that data is marked
as dropped if no replicas at all can be stored. This explains why related curves with
R =3 and R =5 are close to each other. This suggests that it is inconvenient to store
exactly R replicas for each sensed data unit, since the first replicas that are stored

would quickly congest the memories, and impede the next ones to be stored.

In Figure 2.21(c), the amount of unique’ stored data is shown instead, as a func-
tion of time. In fact, in the presence of redundancy (R > 1) several copies of the
same data unit are distributed in the WSN, so that the number of original node data
is smaller than the total number of actually stored data. The analysis of the unique
stored data is expedient to evaluate the efficiency of data retrieval, as will be shown

in Section 2.5.

At this point, it is of interest to evaluate the data placement throughout the WSN
over time. As discussed previously, the mechanism distributes replicas prioritizing
donor nodes closer to the root. Figure 2.22 shows the average saturation level of the
memories of the nodes at different hop distances from the root, for several observation
instants. It can be noticed that the portion of the RPL tree closer to the root fills the
memories faster. This can be of help in the data retrieval phase, since data follows a

shorter path to reach the sink.

As for the distribution of the replicas, Figure 2.23 shows the average hop distance
reached by the redundant copies, from the owner of the original one, for the different
cases with R > 1. Results show that replicas keep on moving away from each other,
passing through nodes with a higher RPL rank in the tree. By comparing the results
in Figure 2.23 with those, relative to the LG mechanism, shown in Figure 2.12, it can
be observed that, with the help of RPL, replicas tend to spread farther from the orig-
inating node than with the previous hop-by-hop greedy mechanism. Therefore, the

current cross-layer solution leads to a more resilient data preservation in the presence
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Figure 2.21: Stored and dropped data in the system for various values of replicas R.
In all cases, we consider: memory size equal to 100 data units, N = 60 storage nodes,

and a memory advertisement period of 30 s.

of a failure involving a source node and several of its neighboring nodes.

2.4.4 How to Retrieve the Stored Data?

In Section 2.3 and in the current one, two redundant data distribution mechanisms
have been presented: the greedy hop-by-hop mechanism increases the network stor-
age capacity with a slight signaling overhead; the RPL-based mechanism, owing to
a more accurate view of the network status (thanks to routing information), allows

replicas to spread better across the WSN. While the two proposed mechanisms deal
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Figure 2.22: Percentage of memory occupancy varying the hop distance from the RPL
root, at different time instants. Memories of nodes closer to the RPL root saturate

faster. The number of replicas R is set to 7.

with distributed storage, data retrieval is fundamental in order to collect (to a sink)
the stored data.

Data retrieval consists of a periodic collection of the whole sensed data, stored
in the WSN, at a single node in the network, usually denoted as sink. The sink then
passes all the collected data to a monitoring center for further processing. During the

retrieval phase, the major challenges are the following.

* Sending lot of data depletes the battery of the nodes, thus the lifetime of the
WSN.

* Multihop communication is required for those nodes which are far away from
the sink. Therefore, battery depletion is even more critical for intermediate

nodes which have to forward the data of the others.

* The amount of stored data in the WSN can be extremely high, if the retrieval
is not timely performed. Sending all the data instantaneously to the sink can
cause many collisions, thus losing a lot of information. A solution could be let-
ting the nodes to wait some time between two consecutive data transmissions.

However, this may excessively prolong the duration of the retrieval.
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Figure 2.23: Average hop distance reached by the k-th replica versus k. k varies be-
tween 1 and 3 (R=3), 1 and 5 (R=15), 1 and 7 (R =7), respectively. The distance is
calculated from the position of the first replica.

The RPL-based mechanism leads directly to a data retrieval phase, as it builds upon
the RPL routing algorithm. Therefore, the next section is dedicated to data retrieval
with RPL and all the aspects outlined above will be covered in depth.

2.5 Data Retrieval with RPL

Data retrieval consists in forwarding the collected sensing data of the WSN to a cen-
tral base station for further processing. In literature it often appears with various
terms, e.g.,, data collection and data gathering. This section briefly reviews some
existing works in this field and presents the data retrieval mechanism that has been

implemented and evaluated on top of the RPL-based distributed storage mechanism.
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2.5.1 Related Work on Data Retrieval

As stated in [24], data retrieval in WSNss is still in its early stage. Two main ap-
proaches can be identified: mobile data retrieval and fixed data retrieval.

In the context of mobile data retrieval, the idea is to have a mobile entity which
travels across the WSN and gathers data from every sensor node within the commu-
nication range. This should save battery at the sensors and increase the lifetime of
the network. Usually, no specific routing topology is required, as the communication
between the mobile sink and the sensor node is single-hop. In [25] authors investigate
the optimal path selection for a mobile sink in a path-constrained scenario with delay
requirements. In [26], a rich analytical framework to measure data retrieval rate, la-
tency and consumed power is given. Several protocols to optimize data transfer at the
minimum energy cost have been proposed [27]. In [28], the problem of data collec-
tion scheduling to avoid node’s buffer overflow is investigated. For a detailed survey
on mobile data retrieval please refer to [29]. In our work, we consider periodical data
retrieval performed by a fixed sink node.

As for fixed data retrieval, a first approach, discussed in [30], consists of a sink
node who periodically stops at a fixed point in the network. Once reached the point,
the sink advertises its presence by sending queries. Each sensor node builds its own
return path to the sink and consequently sends the collected data. In such a way a rout-
ing tree towards the sink is formed. The Collection Tree Protocol (CTP) is probably
the routing mechanism most frequently used for multi-hop fixed data retrieval in sen-
sor networks [31]. The strengths of CTP are its ability to quickly discover and repair
path inconsistencies and its adaptive beaconing, which reduces protocol overhead
and allows for low radio duty cycles. Extended versions of CTP have been proposed
to deal with nodes’ mobility [32]. Dozer [33] is a data retrieval protocol aiming at
achieving extremely low energy consumption. It builds a tree structure used to con-
vey data to the sink, enriched with a Time Division Multiple Access (TDMA) scheme
at the MAC layer to synchronize the nodes. In Koala [34], a data gathering system is
proposed. In contrast with Dozer, routes are built at the sink and no persistent routing
state is maintained on the motes. Coupled with Low Power Probing (LPP) technique

at the MAC layer, Koala can achieve very low duty cycles.
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With respect to related works, we consider periodical data retrieval in an isolated
RPL-based network. Instead of a cross-design among MAC layer, topology control,
routing and scheduling, we let the RPL protocol to handle the routing structure au-
tonomously. Moreover, we focus more on data availability at the sink and on latency

of the retrieval than on energy efficiency.

2.5.2 Data Retrieval Mechanism

We describe here the data retrieval mechanism that has been designed and imple-
mented to work together with the RPL-based distributed data storage mechanism
proposed in Section 2.4.

Recall from Section 2.4.2 that the mechanism replicates and distributes copies of
sensed data units towards nodes closer to the sink. The sink is supposed to periodi-
cally send retrieval requests through the RPL root. In particular, the retrieval request
is broadcasted by each node of the tree only once. Subsequent receptions of the same
retrieval request are ignored. Moreover, a sequence number is used by the RPL root
to identify each periodical retrieval request.

The data collection takes place from each sensor node towards the RPL root. Such
many-to-one traffic pattern, if not carefully handled, can cause (i) many collisions
and (ii) high unbalanced and inefficient energy consumption in the whole network.
To reduce these risks, the storage mechanism has been enriched with the following:
a replica of a given data item is sent to the sink only if it is the closest to the RPL
root, amongst all the stored replicas of that data item. To let a node be informed that
it holds a replica closer to the root, donor nodes include their IPv6 address and RPL
rank within a data packet, during the distribution phase. Since the mechanism follows
a hop-by-hop greedy replication scheme, a next donor node along the chain checks
the rank of the closest donor node who has stored the replica before, and compares
it with its own rank. In case, its own rank is lower than the value announced in the
data packet, i.e., the node is closer to the RPL root than its ancestor donor, and pro-
viding that the node stores the replica in its local memory, then the node informs the
ancestor donor about the newly closer position of the replica. In the retrieval phase,

the ancestor donor will not send such replica to the sink, as it knows that it is not
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the closest one. An illustrative example is depicted in Figure 2.24. In Figure 2.24(a),
replicas of a data item generated at node F are stored, progressively, at nodes C, A,
D, and B, respectively. Node C informs node F of its better position in the tree (C has
rank k, while F has rank k4 1, with £ > 0). Similarly, node A has to inform node C
for the same reason. Note that D and B do not send notification to A, as they are not

closer to the RPL root. In Figure 2.24(b), notification is delivered only from B to C.
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(a) Case with two notifications. (b) Case with only one notification.

Figure 2.24: Only the closest replica is sent to the sink. A donor node with lower rank

informs the prior best donor about the new position of the replica.

2.5.3 Performance Evaluation

The proposed data retrieval scheme, has been evaluated with the same settings of
Section 2.4.3. The periodical retrieval occurs every T = 600 s. At this time instant, as
shown in Figure 2.21(a), the system has already reached the network storage capacity
C, equal to 6000 data units. Therefore, the amount of data stored in the WSN to be
delivered to the RPL root is considerable; if all nodes would send 100 data units con-
temporaneously, collisions would impact the amount of data successfully delivered to
the sink. To investigate the data availability at the sink, i.e., the amount of data effec-
tively retrieved by the sink, data units have been injected in the network, from each
node towards the RPL root, one at a time. The interval between the injection of two

consecutive data units is denoted as /. Intuitively, higher injection rates may speed
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up the retrieval process but could also increase the collisions’ probability, thus the
percentage of data loss at the sink. On the other hand, a longer transmission interval
I may increase data availability, penalizing the latency. This is critical in scenarios

where the sink cannot prolong the duration of the retrieval.

Collisions are influenced also by the amount of data that is to be retrieved. With
redundancy (R > 1), less data is to be delivered to the sink, since the proposed schema
only sends one replica of a data unit, e.g., only the closest replica is sent. It has already
been shown in Figure 2.21(c) that the amount of unique stored data in the system
with R > 1 is much less than in the case with no redundancy, i.e., R = 1. However,
a comparable volume of unique data is present in the cases with R =3, R =5, and
R =7, respectively. In Figure 2.25(a), the amount of retrieved data is shown, as a
function of time, for the various values of replicas R. The interval [ is set to 2 s
in this case. It can be observed that the amount of retrieved data decreases with R,
since there is more unique data in the system when no redundancy is required. With
R =1, all 6000 data units are sent to the sink, as there is no redundancy, but only a
small fraction, i.e., about 50% of the capacity, is successfully retrieved; the rest is lost
because of collisions. For higher values of R, there are more replicas of the same data
unit in the WSN, therefore, according to the mechanism, only the closest replica is
collected. However, since the amount of unique stored data is similar, the volume of
retrieved data is the same in the cases with R = 3 and R = 7, respectively. The about

2000 retrieved data units correponds approximately to 80% of the capacity.

To reduce the impact of collisions, several simulations have been run with differ-
ent values of the transmission interval /. Results, depicted in Figure 2.25(b) forR=1,
show that the amount of retrieved data significantly increases for higher values of 1.
To summarize, the percentage of retrieved data amongst the total unique stored data

in the system is shown in Table 2.3 for various combinations of R and /.

Finally, Figure 2.26 shows the average percentage of data sent to the sink from
several hop distances from the RPL root. In this case, the data retrieval period is set to
T =100 s, thus at the beginning of the simulation. Figure 2.26(a) corresponds to the
case with R = 1: all nodes of the WSN send all their data to the sink. In Figure 2.26(b),

R =7 replicas are stored in the system. In this case, nodes closer to the RPL root
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Figure 2.25: Retrieved data considering memory size equal to 100 data units, N = 60

storage nodes, and a memory advertisement period of 30 s.

I=1s | I1=2s |I=4s | [I=8s
1 33% 50% 68% 82%
3| 49% 74% 95% 100%
5| 50% 74% 95% 100%
7| 55% 80% 100% 100%

x| x|
I

Table 2.3: Percentage of retrieved data.

deliver more data than the others.

2.6 Conclusion

This chapter has studied the effects of common problems of WSNs at the applica-
tion layer. In particular, it has been shown how the lossy nature of WSNs, the lack
of memory space on the sensors, and the constraints on energy consumption impact
distributed storage systems in IoT. Two redundant distributed data storage mecha-
nisms have been proposed in order to increase the resilience and storage capacity of

a WSN against node failure and local memory shortage. The first mechanism is a
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Figure 2.26: Data that is sent to the sink in the retrieval phase, for various values of
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the sink are going to send more data than the others. Data retrieval period is set to
100 s.

greedy hop-by-hop replication scheme which distributes data to the direct neighbor
with most available space. The second mechanism adds knowledge from the under-
lying routing topology for an efficient data placement, by storing data at nodes closer
to the root. The performance of both mechanisms has been evaluated extensively
through simulations and real experiments. The routing-based mechanism, being built
on top of RPL, leads directly to the implementation of a complimentary data retrieval
mechanism, whose performance has been evaluated as well. Our results show clearly
a trade-off between storage redundancy (which depletes the total available storage
memory) and robustness against possible node(s) failure.

The work presented in this chapter also suggests that the constrained nature of
WSN impacts all layers of the protocol stack simultaneously. A deep understanding
of the network topology is required to take proper decisions at higher layers. There-
fore, next chapter is devoted to a comprehensive analysis of the routing layer and, in

particular, to the RPL protocol, since it is the target routing protocol for IoT.
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Routing Layer: Optimizing RPL
Routing Metric

The Routing Protocol for Low power and Lossy Networks (RPL) is the IETF standard
for IPv6 routing in low-power wireless sensor networks. It is a distance vector routing
protocol that builds a Destination Oriented Directed Acyclic Graph (DODAG) rooted
towards one sink (the root of the DODAG), using an objective function and a set of
metrics/constraints to compute the best path.

In the previous chapter, we briefly presented RPL and its application in distributed
storage systems. The main focus has been on the lossy nature of WSNs and on the
lack of memory space on the sensors. In this chapter, we analyze the protocol in more
detail. In particular, we study how routing paths are built. We show that stable and
efficient routing topology can be obtained by using information from the underlying
MAC and PHY layer, for example the received signal strength (RSSI) and the radio
link quality (LQI) indicators, respectively.

The focus of this chapter is on the trade-off between energy consumption and la-
tency, from the routing perspective. The main contribution is the design of a routing
metric which minimizes the delay towards the root of the DODAG, assuming that
nodes run with very low duty cycles (e.g., under 1%) at the MAC layer. We evaluate

the proposed routing metric with the Contiki operating system and compare its per-
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formance with that of the Expected Transmission Count (ETX) metric. Moreover, we
propose some extensions to the ContikiMAC radio duty cycling protocol to support

different sleeping periods of the nodes.

3.1 Related Work

Energy-efficiency and latency are relevant concerns in most WSN-based applications.
The radio transceiver is one of the components with the highest power consumption
on a low-power wireless sensor node. For this reason, nodes of a WSN often keep
their radio transceivers off as much as possible in order to prolong their batteries’
lifetimes. Since a node cannot receive any data when the transceiver is turned off, a
duty cycling mechanism must be used at the MAC layer to periodically turn the radio
on.

Many radio duty cycling mechanisms have been proposed in the literature. They
can be divided into two main categories: synchronous and asynchronous. Synchronous
mechanisms require neighboring nodes to be synchronized with each other, whereas
asynchronous mechanisms do not depend on any a priori synchronization. Asyn-
chronous mechanisms can be further subdivided into sender-initiated and receiver-
initiated mechanisms. In X-MAC [35], the sender uses short preambles to wake up
the receiver. WiseMAC [36] uses phase-lock optimization to allow nodes to learn
the wake-up phase of each other. ContikiMAC [20] achieves extremely low energy
consumption by inheriting multiple ideas from existing duty cycling protocols. For a
good survey on asynchronous duty cycling MAC protocols, the interested reader is
referred to [37]. It is worth observing that energy-efficient duty cycling mechanisms
have an impact on the latency of the system, as they cause the communicating nodes
to spend more time waiting for the active periods of each other, which inevitably
influences the one-hop delay and, in the case of multihop communication, the cumu-
lative end-to-end delay.

The Routing Protocol for Low power and Lossy Networks (RPL) [22] is the IETF
standard for IPv6 routing for low-power WSNs. It is a distance vector routing pro-
tocol that builds a Destination Oriented Directed Acyclic Graph (DODAG) rooted
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towards one node of the WSN, denoted as DAG root. RPL calculates the best path
between the nodes according to an objective function and a set of metrics/constraints.
The current RPL implementation for the Contiki operating system adopts, as default,
the Expected Transmission Count (ETX) metric. According to ETX [38], the objec-
tive function to be minimized is the expected total number of packet transmissions
required to successfully deliver a packet to the ultimate destination. However, it does
not take the end-to-end delay into account. In [39], authors propose Opportunistic
Routing in Wireless sensor networks (ORW), an opportunistic routing mechanism
that forwards packets to the first awoken neighbor offering routing progress towards
the destination.

In this chapter, we propose a RPL routing metric aimed at the minimization of
the average delay towards the DAG root, assuming that nodes run with very low duty
cycles (e.g., under 1%) at the MAC layer. We refer to the new RPL metric as Aver-
aged Delay (AVG_DEL) metric. We evaluate the proposed AVG_DEL metric with
Cooja [17], the WSN simulator for Contiki, and we compare it with the performance
of ETX. Moreover, we enhance ContikiMAC to support different sleeping periods
of the nodes. We investigate the performance with the proposed AVG_DEL metric
in terms of delay and throughput, comparing it directly with that of ETX and taking
into account also the number of exchanged control messages. The performance is
analyzed considering various communication channel quality levels.

The rest of the chapter is organized as follows. An overview of RPL is presented
in Section 3.2, focusing on the objective function and on the metric of the protocol.
Section 3.3 is devoted to the design of the proposed AVG_DEL routing metric. Sec-

tion 3.4 presents the performance results. Finally, Section 5.7 concludes the chapter.

3.2 RPL Overview

RPL has recently emerged as the IETF standard for routing in low-power IPv6 wire-
less sensor networks. It is based on a DODAG anchored at one or more nodes, de-
noted as DAG root(s). This kind of structure with one anchor node is particularly

suitable for multipoint-to-point traffic, where a DAG root is the destination of all data
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packets.

Each node maintains its RPL rank towards the DAG root, which describes the
depth of the node in the DODAG. In order to build and maintain the topology,
RPL nodes periodically exchange routing information: in the down direction, through
DODAG Information Object (DIO) messages; and, in the up direction, through Des-
tination Advertisement Object (DAO) messages. DAO messages are used to populate
the routing tables of ancestor nodes in the DAG (i.e., nodes with lower ranks), in
support of point-to-multipoint and point-to-point traffic.

Routes are built according to an Objective Function (OF) and a set of metrics
and constraints. For instance, a popular choice of OF aims at finding the path that
provides the smallest number of links with poor quality or at minimizing the number
of hops. Up to now, ROLL has specified the OF 0 (OF0) [40], where the hop count is
the only routing metric adopted, and the Minimum Rank with Hysteresis Objective
Function (MRHOF) [41]. MRHOF selects routes that minimize a metric, while using
hysteresis to reduce churn in response to small metric changes. MRHOF works with
metrics that are additive along a route, and the metric it uses is determined by the
metrics RPL DIO messages advertise. For a detailed survey on the set of metrics and
constraints defined by ROLL, the interested reader is referred to [42].

3.3 Design

We target a RPL network composed of nodes with different duty cycles. The DAG
root is assumed to keep the radio always on. Our goal is to build a DODAG such that
the average delay from each node towards the DAG root is minimized. This choice is
reasonable, as most traffic in WSNs occurs from leaf nodes towards a common sink.
Intuitively, nodes with longer sleeping intervals would cause longer delay than nodes

with shorter ones.

3.3.1 Duty Cycle with ContikiMAC

After recalling the basics of ContikiMAC, we then describe possible enhancements

to support different sleeping periods of the nodes.
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Figure 3.1: ContikiMAC: nodes periodically wake up to listen for incoming trans-
missions. The sender learns the wake-up phase of the receiver after reception of an
ACK. The cycle time is Cr.

ContikiMAC is an asynchronous, sender-initiated radio duty cycling protocol [20].
In order to transmit a packet, a sender repeatedly sends its packet until it receives a
link layer acknowledgment (ACK) from the receiver. On the other side, the receiver
periodically wakes up to listen for packet transmissions from neighbors. If a packet
transmission is detected during a wake-up, the receiver keeps its radio transceiver
on to be able to receive the packet. After complete reception, the receiver sends a
link layer acknowledgment to the sender. In terms of delay, the sender has to wait
for the receiver to wake up. Additionally, after a successful transmission, Contiki-
MAC learns the wake-up phase of the receiver and subsequently needs to use fewer
transmissions. An illustrative scenario is depicted in Fig. 3.1.

In its current implementation for Contiki 2.6, ContikiMAC assumes that all nodes
have the same wake-up interval, in the following simply denoted as cycle time (Cr,
dimension: [s]). Therefore, the number of wake-ups per second is 1/Cr (dimension:
[Hz]). However, nodes with different cycle times (Cr; # Cr,j, with i # j) cannot

communicate. In particular:

1. Broadcast packets are sent repeatedly during a full cycle time Cr to ensure that
all neighbors receive it: nodes with a longer cycle time may not receive the

packet.

2. If the wake-up phase of the destination is unknown, the sender repeatedly trans-
mits its packet until it receives an ACK. If no ACK is received within a cycle

time, the destination is assumed unreachable.

3. A node cannot estimate the wake-up phase of neighbors with different cycle
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Figure 3.2: Time spent, by node B, to forward a packet from node A to node C. Of

all components of the delay, only the waiting time (5) can be minimized.

time, since the cycle time is unknown.

We solve the first two problems by sending a packet repeatedly during the maximum
cycle time amongst all nodes of the network, in order to ensure that all nodes receive
it. This solution slightly increases the power consumption of broadcast transmissions.
A more efficient approach would consist in making a node select the longest cycle
time amongst its neighbors and adjust it dynamically as soon as a new neighbor with
a longer cycle time is detected.

As for the third issue, a node should inform its neighbors about its cycle time.
Therefore, we include the cycle time of a node within a DIO, which is used by RPL
to broadcast control information. In such a way, the routing layer can be aware of the
underlying MAC.

3.3.2 Forwarding Delay

In Subsection 3.3.1, it has been shown that the delay on a direct link is caused by
the time spent by the sender waiting for its receiver to wake up. In a multi-hop RPL
network, intermediate nodes have to forward packets from leaf nodes to the DAG
root. In Fig. 3.2, the components of the time spent to forward a packet are shown in
detail. Node B forwards a packet from node A to node C. The forwarding delay is
indicated with D. It corresponds to the time interval from the instant at which node B

receives the packet from node A to the instant in correspondence to which the packet
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is successfully delivered to C. Such interval, on average, equals the interval between
the wake-up times of B and C, respectively, and is thus the sum of 7 contributions:
(1) time interval of a partial reception of the packet; (2) time interval of a complete
reception; (3) time interval for the reception of any additional packets; (4) time spent
for internal processing; (5) waiting time till node C’s wake-up; (6) backoff time to
check channel availability; and (7) time interval to repeat the transmission of the
packet until the receiver wakes up. Of all seven components, only the 5-th one can
be minimized. Therefore, a lower bound for D is given by the sum of the intervals 1,
2, 3,4, 6, and 7, respectively. We denote such lower bound as Minimum Forwarding
Time (MFT). Note that if the wake-up time of nodes B and C are too close to each
other, node B has to wait the next C’s wake-up time to send the packet, e.g., a cycle
time later. To compute the forwarding delay D between B and C, two cases can be
distinguished:

1. B and C have the same cycle time. In this case, Cr p = Cr ¢ and the difference
between their wake-up phases is constant. Therefore, D is given by

b — P O — Dy > MFT
p={ ¢ " €= G.1)
(I)C*CI)B+CT,C S —DPg < MFT

where, ®p is B’s wake-up phase, and ®¢ is C’s wake-up phase, estimated by B.

2. B and C have different cycle time. In this case, Cr p # Cr ¢ and the difference
® — Py is not constant—under the implicit assumption that the cycle times are not
multiple of each other. Therefore, only the average delay can be calculated. As shown
in Fig. 3.3, the wake-up time of node B is a uniform random variable distributed in

the red area. In this case, the average forwarding delay D can be expressed as

D= ((Crc+MFT)+MFT)/2 = Cr¢/2+MFT. 3.2)

3.3.3 The Averaged Delay Metric

In Subsection 3.3.2, we have computed the forwarding delay D on a single link. In

this subsection, we introduce the Averaged Delay (AVG_DEL) routing metric. The
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Figure 3.3: Node B’s wake-up time with respect to node C’s wake-up. The wake-up

time of node B is a uniform random variable distributed in the red area.

proposed metric is additive and corresponds to the cumulative sum of the hop-by-
hop delays along the path from a node towards the DAG root. In particular, it can be

expressed as

0 for the DAG root
AVG_DEL,+D,
AVG_DEL = ifAVG_DEL,+ D), < Diax (3.3)
Diax
ifAVG_DELy, + D) > Diax

where: AVG_DEL), is the average delay announced by a candidate parent p; D), is
the forwarding delay between the node and its candidate parent p; and Dy is a
maximum threshold. In order to compute D, the node uses: equation 3.1, if it has the
same cycle time Cy of its parent; or equation 3.2, if its cycle time is different from
that of its parent. In order to join an existing DODAG, a node selects the parent with
the shortest delay.

3.3.4 Wake-up Phase Discovery

Neighboring nodes with same cycle time Cr have to learn the wake-up phase of
each other to be able to compute the metric in equation 3.3. More generally, a node
should learn the wake-up phases of all its neighbors during the construction of the
DAG and chooses the best parent among all candidates. A node could send a unicast

probe packet to each of its neighbors to learn its wake-up phase. However, no 1P
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Figure 3.4: Network topology simulated in Cooja (left), with the corresponding
configurations of the RPL DODAG, using different routing metrics, namely the
AVG_DEL metric (center) and ETX (right).

communication can occur until the DAG is formed. To solve this issue, we let a node
send a unicast MAC-layer packet to a candidate parent to discover its wake-up phase.
The node can learn the wake-up phase of the candidate parent upon reception of
the acknowledgment. During the discovery process, RPL assumes the worst delay
for such candidate parent, i.e., D, = C7 +MFT, and updates it with the correctly
estimated value later, using equation 3.1.

3.4 Performance Evaluation

The proposed AVG_DEL routing metric has been implemented in Contiki 2.6 oper-
ating system and evaluated within the Cooja simulator. The performance has been
compared with ETX. The tested scenario is composed of 19 TMote Sky nodes, shown
in the left of Fig. 3.4. A central backbone is composed of nodes with cycle time Cr
equal to 0.125 s, shown in yellow. Nodes with longer cycle times are placed along
the borders and colored in red. The cycle time Cr of the peripheral nodes is set to
0.2 s. The DAG root is node 1 of the figure, which runs with a 100% duty cycle, i.e.,

its radio is always on.
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3.4.1 Configuration of the DODAG

We first study the routing topology considering AVG_DEL and ETX metrics, respec-
tively. The obtained results, in terms of DODAG formation, are shown in the center
and right of Fig. 3.4. It can be observed that, in the case with ETX, routes are built
in order to minimize the number of expected transmissions to reach the sink. For
this reason, nodes tend to route packets through peripheral nodes, where the network
density is reduced. Therefore, less interference occurs along the borders and the ra-
dio links are more reliable. This explains, for instance, why node 4 selects node 12
as preferred parent.

On the other hand, in the case with AVG_DEL metric, nodes are encouraged
to route through the fast central backbone, which is composed by nodes with short

sleeping periods. In particular, it can be observed that:
* nodes 2, 3, 10, and 11, connect directly to the DAG root as expected;

* peripheral nodes located far from the DAG root, e.g., nodes 15, 16 and 17,

respectively, connect to the central backbone as it is faster;

* an exception to the previous fact is given by node 14, who selects node 12 as
best parent—it has been found that this node has a very advantageous wake-up

phase for node 14.

3.4.2 Average Delay with Lossless Links

To compute the average delay from each node towards the DAG root, in the case
with perfect reliable links and Packet Delivery Ratio (PDR) equal to 100%, packets
are generated by one node and injected in the network every 1.5 s, one packet at
a time, in order to minimize the collisions. For each node, 1000 packets have been
generated and collected at the DAG root, using ETX and AVG_DEL metrics. The
obtained results are directly compared in Fig. 3.5. It can be observed that, in the
case with AVG_DEL metric, almost all nodes improve their end-to-end delays to the
DAG root. As expected, the delay does not decrease for those nodes located at one
hop from the DAG root, i.e., nodes 2, 3, 10 and 11, respectively. On the other hand,
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Figure 3.5: Average delay from each node towards the DAG root. A direct comparison
between ETX and AVG_DEL metrics is shown.

it can be observed that the delay decreases considerably for nodes of the periphery,
in particular for those which are located far away from the DAG root. For instance,
nodes 17 and 18 improve their delay of about 40%. Such nodes follow a different
path than in the case with ETX.

3.4.3 Impact of the Radio Link Quality

In Subsection 3.4.2, it has been shown that the use of the AVG_DEL metric signif-
icantly reduces, in the case of lossless links, the average transmission delay to the
DAG root with respect to ETX. In order to simulate more realistic conditions, we
now investigate the impact of the radio link quality. The Cooja simulator allows to
set the probability of successful transmission, denoted as Prx, and the probability
of successful reception, denoted as Prx. If a transmission fails, which happens with
probability 1 — Pry, no radios receive the packet. If a reception fails, which happens

with probability 1 — Pry, the receiver with this reception probability does not receive
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Figure 3.6: Average per-node delay (with reference to the node numbering in Fig. 3.4)
towards the DAG root, for various combinations of Pryx and Prx. A direct comparison
between ETX and AVG_DEL metrics is shown.

the transmitted packet. We assume, under the implicit assumption of homogeneous
communication conditions, that Pry = Prx. An interesting extension, which goes be-
yond the scope of this paper, consists in considering a non-homogeneous scenario,

where the communication link quality varies across the network.

In Fig. 3.6, the average delay to the sink is shown, for each node (numbered ac-
cording to the scenario in Fig. 3.4), for various combinations of Prx and Prx. The
delay is averaged over 100 packet transmissions from each node to the DAG root.
It can be observed that the delay increases for lower link quality. In the case with
“good” links, i.e., with success probability equal to 100% and 90%, the delay with
the AVG_DEL metric is still lower, as expected from the results in Fig. 3.5 (corre-
sponding to the case with Prx = Prx = 100%). For lower values of Prx and Pgy, €.g.,
Pryx = Prx = 80%, the delay in the case with ETX is slightly better than that with
the AVG_DEL metric. This is expected, as with ETX the link quality is taken into
account, whereas the use of the AVG_DEL metric might lead to transmissions over

bad quality links, with consequent retransmissions.

In Fig. 3.7, the overall network throughput, defined as the percentage of trans-
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Figure 3.7: Network throughput, as a function of time, for various combinations of
Pry and Pry. A direct comparison between ETX and AVG_DEL metrics is shown.

mitted packets which reaches the DAG root, is shown as a function of time, com-
paring directly the performance with ETX and AVG_DEL metrics. As expected, the
throughput is around 100% for values of Prx and Pryx greater than 90%. However,
as soon as the link quality decreases (Prx = Prx = 80%), the system with ETX out-
performs that with the AVG_DEL metric. This can be explained as follows. ETX
constantly monitors the radio link quality, and it switches to a more reliable link if
this choice would reduce the number of expected transmissions to the DAG root.
Therefore, the throughput remains stable and the delay is still acceptable, since a
smaller number of retransmissions are needed on the new link. On the other hand, the
AVG_DEL metric prioritizes the forwarding delay to the DAG root, which mainly
depends on the relative wake-up phases of the nodes along the path, but it is less

reactive than ETX in the presence of bad links.

At this point, it is of interest to evaluate the overhead of the two metrics in terms of

RPL control messages. The amounts of RPL DIOs and DAOs are shown, as functions
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Figure 3.8: Amount of RPL DIO control messages exchanged in the network, using
AVG_DEL and ETX metrics, respectively.

of time, in Fig. 3.8. In the case of poor link quality (Prx = Prx = 80%), ETX injects
a much larger number of DIOs in the network, in order to maintain the stability of
the DODAG. This behavior also impacts the number of preferred parent changes
performed by the nodes, which is shown, as a function of time, in Fig. 3.9. ETX
quickly reacts to changes of the radio link quality, thus maintaining an acceptable
throughput and latency. However, the DODAG reconfiguration has a cost in terms
of overhead and, therefore, in terms of energy consumption. On the other hand, the
AVG_DEL metric is less influenced by changes to the link quality level; therefore, it
has a lower throughput.

3.5 Conclusions

RPL is the IETF standard for IPv6 routing in low-power WSNs. In this chapter, we

have proposed a new routing metric for RPL that minimizes the average delay towards
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Figure 3.9: Amount of RPL preferred parent changes, using AVG_DEL and ETX

metrics, respectively.

the DAG root, assuming that nodes run with very low duty cycles (e.g., under 1%).
We have evaluated the proposed routing metric with the Contiki operating system
and compared its performance with that of ETX. Moreover, we have proposed an
enhancement of the ContikiMAC protocol to support different sleeping periods of
the nodes. Our results show that, in the case of good quality communication links
(Prx = Prx > 90%), our solution significantly reduces the end-to-end delay of almost
all nodes, especially of those located far away from the DAG root. In the case of
worse channel link quality (with Prx = Prx = 80%), the throughput with ETX remains
higher, at the cost of a larger number of exchanged control messages (DIOs).

Next chapter focuses on the trade-off between energy consumption and latency
at the MAC layer.






Chapter 4

MAC Layer: RAWMAC

In the previous chapter, a detailed analysis of the RPL routing protocol has been
presented. It has been shown how the routing layer can leverage on information from
the underlying MAC and PHY layers to optimally build routing paths.

In this chapter, we continue the discussion on energy consumption and delay in
WSNs from the MAC layer point of view, with a key focus on radio duty cycling.
Radio duty cycling techniques mainly consist in turning on and off periodically the
radio interfaces to reduce energy consumption [43].

Without loss of generality, MAC protocols can be schematically divided into syn-
chronous and asynchronous. Synchronous protocols align all nodes on one common
schedule. While these protocols are suitable for delay-sensitive applications, they
require an underlying synchronization mechanism, which consumes more energy,
computation resources, and bandwidth [44]. On the other hand, asynchronous pro-
tocols do not require any control overhead for the synchronization; therefore, these
protocols improve energy efficiency and are more robust to clock drifts, but they may
exhibit a delay degradation due to the decoupled wake-up periods of the nodes.

In this chapter, we propose RAWMAC [45], an adaptation layer which exploits
the routing layer, where the RPL protocol is used, into a management layer for asyn-
chronous duty-cycled MAC protocols (such as ContikiMAC). The idea is to exploit
the Directed Acyclic Graph (DAG) built by RPL to align each node wake-up phase
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with that of its preferred parent, creating a data propagation “wave” from the leaves of
the DAG to the root. This allows to significantly reduce the latency, as it depends only
on small propagation delays and on the internal processing at each device. By prop-
erly configuring the phase lock mechanism of ContikiMAC, the transmitting node
wakes up only when the receiving node is ready to receive the packet, so that the
energy consumption is kept as low as possible. A similar approach to align duty cy-
cles using routing information has been proposed in DMAC [46]. However, DMAC
considers a synchronous MAC layer with static routing, while we aggregate an asyn-
chronous duty cycling mechanism with a dynamic routing plane, such as RPL.

The main contributions of RAWMAC are: (i) it leverages on existing standards
for unslotted constrained WSNs, such as RPL; (ii) it configures the asynchronous
MAC layer wake-ups using information from a dynamic loT-oriented routing plane;
and (iii) it provides an implementation for a real deployment, based on Contiki OS.

The obtained results show that RAWMAC outperforms ContikiMAC in terms of
delay for data collection, while keeping the same performance in terms of throughput
and energy consumption. In addition, the creation of propagation “waves” does not
impact the packet delivery ratio of the WSN, since no overhead is introduced by
RAWMAC. Conversely, if we fix a delay threshold for data collection, RAWMAC
allows to satisfy the requirement with a larger duty cycle, resulting in a consistent
energy saving.

The structure of the chapter is the following. Section 4.1 presents the related
work. Section 4.2 describes our proposed solution in detail; analytical bounds for the
delay are also derived. Section 4.3 presents the performance evaluation of RAWMAC.

Finally, Section 4.5 concludes the chapter.

4.1 Related Work

In order to overcome intrinsic limitations of traditional single MAC layer protocols,
a number of cross-layer approaches have been proposed. The cross-layer optimiza-
tion involving physical, MAC and routing layers has been considered in [47]: by
jointly optimizing MAC and routing layers, this work adapts the wake up phases in
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order to minimize the delays. This approach echoes the one proposed in [48], where
a “wave” of propagation is created to collect alarms generated by the nodes deployed
in a given monitored area. However, this approach requires an external configuration
phase, since the collection path must be a priori determined. In [49], authors present
an interesting solution, based on IEEE 802.15.4 and RPL, to reduce the delay for
data collection. However, the proposed approach is for slotted cluster-tree networks
with very low duty-cycles (several minutes), which does not fit the requirements of
a surveillance system, where required delays are in the order of milliseconds. The
idea of considering propagation waves has also been presented in [50], where authors
focus on alarms collection and redistribution via an energy efficient broadcast. How-
ever, network topology is statically defined at network startup and never updated dur-
ing time. Finally, a similar mechanism is proposed in DMAC [46]. DMAC is based
on the staggering of duty cycles using information coming from the routing plane.
However, this solution does not use a dynamic routing protocol, such as RPL, and it
relies on a synchronous approach rather than ContikiMAC. In addition, to the best
of our knowledge, no implementation of DMAC is available in Contiki, therefore no
comparison tests are possible.

Current work on 6TiSCH [51] at IETF aims at providing a management layer
for the synchronous and multichannel 802.15.e MAC layer. The idea is that an exter-
nal Path Computation Element (PCE) solves the joint MAC and routing optimization
to minimize the collection times while minimizing the global energy consumption.
However, in order to provide fault-tolerance to clock drifts, nodes failures and prop-
agation issues, we believe that managed asynchronous MAC protocols are very pow-

erful as they can still operate in asynchronous mode in the case of failure.

4.1.1 ContikiMAC

ContikiMAC is an asynchronous, sender-initiated radio duty cycling protocol [20].
In order to transmit a packet, a sender repeatedly transmits its packet until it receives
a link layer ACKnowledgment (ACK) from a receiver. The packet is repeated, in the
worst case, for an entire sleeping interval, to ensure that the receiver awakes at least

once during this period. The sleeping interval is denoted as cycle time (Ct, dimen-
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Figure 4.1: Phase lock mechanism in ContikiMAC: the sender learns the wake-up
phase of the receiver after reception of an ACK. At the second transmission, the
sender can decrease the number of probes. The cycle time is Cr.

sion: [s]). On the other side, the receiver periodically wakes up, with period Cr, to
check for possible incoming packet transmissions. If a packet transmission is detected
during a wake-up, the receiver turns its radio transceiver on to be able to receive the
entire packet. After complete reception, the receiver sends the ACK to the sender. Be-
fore transmitting, the node must sense if the channel is available. In order to reduce
energy consumption, ContikiMAC introduces a phase lock mechanism to learn the
wake-up phase of the receiver. By recording the time of the reception of the ACK,
and assuming that the receiver will wake-up at the constant interval Cr, the phase
lock mechanism is able to estimate the wake-up time of the receiver. This allows to
decrease the number of probes needed in the following transmissions, thus reducing
the energy consumption. A graphical representation of the phase lock mechanism is

shown in Fig. 4.1.

4.2 Design Principles of RAWMAC

We assume that a WSN is deployed in a surveillance system with bounded delay
requirements. In such a scenario, the traffic transmitted upward, which consists of
alerts, is far more critical than the one directed downward, which may include con-
figuration requests or software updates. Nodes are organized in a tree-like structure,
e.g., a RPL DAG, rooted at a sink node. In order to save energy, nodes periodically
switch their radios on and off.

The goal of RAWMAC is to minimize the data collection process (i.e., the delay
of upward traffic), while keeping radio duty-cycling for energy saving purposes. We
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assume that the sleeping period is the same for all nodes and has been set to meet
the requirements of external applications. To achieve the described goal, nodes pro-
gressively align their wake-up phases to those of their preferred parents in the RPL
DAG, configuring the asynchronous phase lock mechanism of ContikiMAC. This
phase shifting mechanism reduces the delay for alert collection, without requiring

any overhead for the alignment of the phases.

4.2.1 Wake-up Phase Alignment

An illustrative representation of the wake-up phase alignment in RAWMAC is shown
in Fig. 4.2. As long as the routing structure is established, a node shifts its wake-up
phase in order to be aligned with that of its parent. More precisely, it sets the wake-
up phase to the time at which it saw the last link layer ACK from its RPL preferred
parent. Since the preferred parent must have been awake to receive the packet, the
reception of the ACK means that it has successfully transmitted a packet within the
preferred parent’s wake-up window and, thus, that it has found the preferred parent’s
wake-up phase. We define the phase offset P, (dimension: [s]) as the offset between
the node’s wake-up phase and the wake-up phase of its parent. Given the node’s
sleeping interval Cr, it holds that 0 < P, < Ct. The parameter P, has indeed to be
chosen carefully, since it has an impact on the system delay performance. If P, is
too short, a node relaying a packet may not be able to catch its parent’s wake-up
because the reception of the same packet from its child has not completed yet. If this
is the case, then the child should wait the next cycle time Cr to be able to forward the
packet. If P, is too long, instead, the delay increases significantly, as the sender has
to wait for the receiver to wake up to be able to transmit the packet.

RAWMAC adjusts the phase alignment every time the node receives an ACK
from its preferred parent: this happens for the transmission of application data, and
when RPL DAO messages are sent. In addition, RAWMAC leverages the phase lock
mechanism of ContikiMAC which allows the transmitting node to send the packet
only when the destination node is ready to receive it, allowing a considerable energy
saving since useless packet strobing is suppressed.

With RAWMAC, nodes which are located at the same hop distance from the sink
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Figure 4.2: Design principle of RAWMAC: wake-up phase alignment. According to
the network topology built by RPL, each node aligns its wake-up phase to that of its
preferred parent in the DAG. The top node in red is the root of the DAG.

in the routing structure calibrate the same wake-up phase. In case a parent has sev-
eral children, packet collisions may arise. RAWMAC handles this problem exactly
as ContikiMAC, relying on a CSMA strategy. In Section 4.3, we evaluate the impact
of traffic load on the delay and energy consumption performance. In particular, we
highlight how the collisions affect those two performance indicators, trying to iden-
tify the maximum offered traffic that can be supported by the network with negligible

performance degradation.

4.2.2 Clock Drift

The phase lock mechanism estimates the wake-up phase of the receiver with some
error. The reception of the ACK does not correspond to the time at which the receiver
has switched the radio on, but it comes from several contributions, such as: (i) the
time spent by the receiver for a partial reception of the packet; (ii) the time for a
complete reception of a packet; (iii) the time to process the packet and to generate the
ACK; and (iv) the time to deliver the ACK back to the sender. In short, the reception
of the ACK depends on the length of the transmitted packet. In addition, the internal
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Figure 4.3: Examples of clock drift which may occur after the wake-up phase align-
ment. In (a), the wake-up phases diverge. In (b), the wake-up phases get very close
with each other. AP, is the clock drift.

clocks of the nodes are not synchronized with each other, and different oscillators

may cause small clock drifts, which would affect the phase synchronization as well.

RAWMAC introduces the following mechanism to prevent a node from shifting
its wake-up phase if the offset with its preferred parent has not changed significantly.
We define a phase offset threshold AP, (dimension: [s]), with AP, < P,, to check if the
phase should be aligned or not. In particular, denoting with ¢c and ¢p ¢ (dimension:
[s]) the wake-up phases of node C and of node C’s preferred parent B (estimated by
O), with ¢c < ¢ c, respectively, node C aligns its wake-up phase to B’s wake-up
phase if

Pc—Oc > Po + AP,V ¢ppc — ¢c < Py — AP 4.1

Note that Eq. 4.1 underlies the assumption that the drift may cause a convergence as
well as a divergence of the phases with equal probability, as shown in Fig. 4.3.

Similarly to F,, the parameter AF, has to be chosen carefully, since it has an im-
pact on the system delay performance. If AF, is too short, a continuous reshift of the
phase would occur at any new received ACK, which may cause instabilities down-
ward and may make children lose the synchronization with their preferred parents. If
AP, is too long, reshift would occur more occasionally, which may cause a node to

lose the synchronization with its preferred parent.
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4.2.3 Topology Reconfiguration

Changes in the network topology may occur. In particular, a node may change pre-
ferred parent whenever a neighbor has a lower path cost to the DAG root. If a node
changes its preferred parent in the DAG, RAWMAC aligns its wake-up phase to that
of the new preferred parent. This may cause children to lose the synchronization, and
the effect would propagate to children nodes, since each child should reconfigure its
wake-up phase as well.

In order to be more reactive against changes of the routing structure, we modify
the phase lock mechanism of ContikiMAC. If a node does not receive an ACK after
4 consecutive transmissions—16 in ContikiMAC— it starts a new phase discovery

process.

4.2.4 Delay Evaluation

Under the assumption of low generated traffic and equal duty cycles at the nodes, the
transmission delay can be analytically evaluated as follows.

The phase offset used by RAWMAC to align the wake-up phase of a node with
that of its parent node is denoted as P,. As demonstrated in [52], the forwarding delay

on a single hop dy,, with uncorrelated phases, can be expressed as
dsh — CT/2 + Pmin (42)

where Py, (dimension: [s]) is the minimum forwarding time needed to forward a
packet to a neighbor. In Section 4.3 we will derive this parameter by simulations.
In the case of RAWMAC, each node shifts the wake-up phase to match that of its
preferred parent (which is, indeed, a neighbor). The shift is dictated by the phase-
offset F,. In this case, the upward delay Dy, g for a node which is 4 hops away from
the sink can be expressed in two ways, depending on the value of Fy:

h—1)-P+d Py > Py

DupyR _ ( ) [§) sh [§) min (43)

(h_l)'(P0+CT)+dsh 0<PF < Puin

In the second expression in Eq. 4.3, P, is shorter than the minimum forwarding time

Pain: therefore, each intermediate node has to wait an additional cycle time Ct to
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forward the packet. For the first hop transmission, the delay is given by d,, since
there is no correlation between the packet generation instant and the status of the
duty-cycle of the node. For the remaining 4 — 1 hops, the delay is given only by the
P,, since the propagation wave has been created.

Similar considerations hold for the delay in the downward direction, denoted as

Dgown r. In particular, two cases can be distinguished in this case as well:

Ddown,R =
(h_l)*(CT_Po)+dsh CT_P0>Pmin
(h_l)*(CT_P0+CT)+dsh 0<Cr—F < Pain

(4.4)

As before, the delay for the first hop transmission is given by dg.
In the case of ContikiMAC, the average downward delay Dgown,c, from the sink
to a node placed at & hops, is equivalent to the delay in the up direction Dy, c, since

the wake-up phases are uncorrelated. Thus, one obtains

Ddown,C = Dup,C =h- (CT/2 +Pmin) . (45)

4.3 Performance Evaluation

We have implemented RAWMAC in Contiki 3.x and we have tested it via Cooja, a
Java-based simulator for Contiki-based WSNs [17]. The simulated scenario, shown
in Fig. 4.4, is composed of N = 50 randomly-deployed nodes. Two types of node are
deployed: (i) a sink node, responsible for configuring the RPL DAG and collecting
the data, and (if) sending nodes, in charge of transmitting packets periodically to the
sink and, eventually, relaying incoming packets. As soon as the network is started,
the sink creates an RPL. DAG which can be joined by the other nodes. In Fig. 4.4,
the sink node is node 1. Each sending node generates an 8-byte length alert packet
at a random instant within consecutive time slots of duration 7 (dimension: [s]). For
instance: one packet at a random instant in [0,7]; one packet at a random instant
in [T,2T]; etc. Therefore, the average packet generation rate r per node (dimension:

[pck/s]) is equal to 1 /7. Packets are sent to the sink using the UDP transport protocol.
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Figure 4.4: Evaluation scenario with N = 50 nodes. We use the unit disk radio model

with distance loss. The transmission range is set to 20 m.

The duration of the simulations T, (dimension: [s]) is 5 hours. In order to bound
statistical fluctuations, each simulation result is obtained by averaging over three runs

(with different random seeds).

Table 4.1 summarizes the main parameters of RAWMAC, with the associated
values. In the remainder of this section, when not explicitly stated, we will consider
T =120s.

In order to estimate energy consumption, we rely on Powertrace, a Cooja plugin
that measures and logs energy consumption for each node in the network. Our sim-
ulations have been carried out with Tmote Sky nodes, whose datasheet current con-
sumptions for transmission and reception phases, namely, It and Irx, respectively,
are indicated in Table 4.1. We study how the system performance is affected by (i)
the phase offset Py, (ii) the phase offset threshold AP,, and (iii) the average packet
generation period 7'. The performance of RAWMAC is directly compared with that

of ContikiMAC in terms of delay to and from the sink, energy consumption, packet
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Fixed parameters
Duration of the simulation Tiim 5 hours
Number of nodes N 50
Radio duty cycle Cr 250 ms
Transmission current consumption | It 20 mA
Reception current consumption Irx 20 mA
Voltage tension Vbbb 3V
Packet length L 8 bit
Variable parameters
Phase offset P, | 25+-55ms
Phase offset threshold AP, 19 ms
Packet generation period T | 25+200s

Table 4.1: Fixed and variable parameters considered in simulations.

loss rate, number of parent changes, and number of wake-up phase realignments.

4.3.1 RPL Topology

In this subsection, we first evaluate the depth of the RPL DAG created according
to the considered topology. Routing information is collected from the nodes peri-
odically, during the simulations, in order to track, over time, changes in the routing
structure. This analysis is expedient to understand, in the following subsections, the
impact of traffic load and of the DAG depth on RAWMAC. In Fig. 4.5 (a), the DAG
depth is shown for each node involved in the network. Since topology variations are
present, we also show the standard deviation associated to the average number of
hops at each node. Node 1 is not shown since it is the DAG root. It can be observed
that the resulting DAG is quite stable and nodes rarely change their positions. How-
ever, nodes at a higher depth in the DAG experience a higher variability than those
closer to the root. This result is confirmed in Fig. 4.5 (b), where the Probability Mass

Function (PMF) of the nodes distribution, as a function of the number of hops to the
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Figure 4.5: Configuration of the RPL routing topology. In (a), the average hop dis-
tance and standard deviation are shown for each node. In (b), the PMF of the number
of hops (to the DAG root) is shown.

DAG root, is shown. Each mass is associated with the corresponding standard devia-
tion. There are only a few nodes which are 8 or 9-hops away from the sink. It can also
be observed that deep nodes (at least 6 hops away) are not very stable. This result is
reasonable since the computation of the ETX objective function is more reliable at
shorter depths. If there is an error in the measurements of the metric, this error prop-
agates hop-by-hop, causing instability in the DAG at higher depths. For this reason,

in the following we consider only a maximum DAG depth of 7 hops.
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Figure 4.6: Performance analysis of RAWMAC: (a) average delay upward; (b) aver-
age delay downward; (c) energy consumption; and (d) percentage of activity of radio
interface as functions of the number of hops to the DAG root, for different values of

the phase offset P,. A direct comparison with ContikiMAC is considered.

4.3.2 Impact of the Phase Offset P,

As stated in Section 4.2.1, the phase shift impacts the delay and energy consumption
performance. In Fig. 4.6 (a), we show the impact of the phase offset on the upward
delay performance. In order to validate our adaptation layer, we compare RAWMAC
with ContikiMAC using the phase lock mechanism. The performance results with
RAWMAC have been generated considering AP, = 6 ms. According to Eq. (4.2),
the delay at the first hop (i.e., at depth 1 in the DAG) is the same for RAWMAC
and ContikiMAC, since it depends only on the packet generation instant. At higher
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depths, two different behaviors can be observed. First, as expected, for proper values
of P, RAWMAC outperforms ContikiMAC, especially for increasing number of hops
to the sink. In particular, for packets generated 6- or 7-hops away from the sink, the
gain of RAWMAC, with respect to ContikiMAC, is over 30%. Second, we can remark
that when P, is too small (i.e., P, = 25 ms), a packet cannot “ride” the same wave till
the sink: at some depth, it has to wait for the subsequent wave to reach the next parent.
This means that, with reference to Eq. (4.2), we can approximate Py, ~ 35 ms.

RAWMAC has been conceived for fast and delay-efficient data collection. The
cost of this adaptation mechanism is a larger delay for downward traffic. In Fig. 4.6 (b),
the downward delay is shown as a function of the DAG depth of the destination node,
considering various values of F,. More precisely, the sink generates a packet, on av-
erage, every T = 120 s and this packet is directed to one randomly-chosen node in the
WSN. Besides statistical fluctuations, ContikiMAC performs like RAWMAC for the
very first hops, while it outperforms RAWMAC when the destination node is deeper
in the DAG, i.e., farther from the sink.

In Fig. 4.6 (¢), the energy consumption of the radio interface in the active mode,
denoted with E,¢; (dimension: [mJ]), is shown as a function of the number of hops to
the sink, for various values of P,. As expected, there is roughly no difference between
RAWMAC and ContikiMAC, since they are both based on the phase lock mechanism
that allows to turn radio interfaces on only when the receiver is expected to be avail-
able. Even for P, = 25 ms, when RAWMAC is outperformed by ContikiMAC in
terms of upward delay (see Fig. 4.6 (a)), the energy performance is still comparable
to that of ContikiMAC, since relaying nodes postpone their transmissions without
staying awake till the intended receivers wake up.

From the energy consumption curves it is possible to derive the time each node
has spent in transmission and reception during the simulation. In particular, the power
consumption of the radio in the active mode P,, that is when the node is either

transmitting or receiving, can be expressed as

E act

act

Pact = VDDIact = VDD (ITX +IRX) = (4-6)

where I, is the current consumption due to the active phase, that is for transmitting
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(Itx) and receiving (Irx) a packet, E,. is the energy consumption due to the active
phase, and #,¢ is the time spent in the active phase, over the duration of the simulation
Tiim. The values for Vpp, Itx, Irx, and T, are shown in Table 4.1. From (4.6), one
can compute t,¢ and, consequently, the percentage of time spent for radio activity
by a node over Ty, which is investigated in Fig. 4.6 (d), for various values of P,.
For nodes closer to the sink, the amount of time spent with the radio interface on is
approximately 1.4% with both RAWMAC and ContikiMAC. Intuitively, the deeper
the position of a node in the DAG, the higher should #,.¢ be. This trend is confirmed
up to the third hop. However, since the network is rather dense, at 4-hops from the
sink there are more contentions to transmit to the parents, resulting in a much higher
radio activity. The same trend can be highlighted for ContikiMAC, confirming that
the higher radio activity at 4 hops is due to topology configuration.

4.3.3 Impact of the Phase Offset Threshold AF,

Another parameter that has a relevant impact on RAWMAC is the tolerance to the
phase shift offset. Internal clocks imperfections and internal processing delays may
make a node unprepared to receive a packet at a scheduled instant. If no tolerance is
introduced, the sender would always need to track the changes of its parent’s wake
up scheduling. Clearly, this would impact on the node’s children activity, since they
should track as well the changed wake-up instant. As the misalignment between
nodes may cause retransmissions, the phase offset threshold AP, has an impact on
the ETX metric used by RPL and may lead to network instability. In Fig. 4.7 (a),
the cumulative number of parent changes experienced by the nodes in the network is
shown as a function of simulation time, considering several values of AF,. Simula-
tions have been carried out with P, = 40 ms. Focusing on the values of AP, which
guarantee the best performance, namely, AP, = 5 <9 ms, it can be observed that the
number of RPL parent changes with RAWMAC is the same as with ContikiMAC.
Therefore, it can be concluded that these changes are caused by the instability of the
DAG rather than by the impact of phase shifts on the RPL metric.

In Fig. 4.7 (b), we evaluate the number of phase shifts that are experienced by the

nodes as a function of the simulation time. The number of shifts for AP, =5 +9 ms
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Figure 4.7: Performance analysis of RAWMAC: (a) parent changes as a function of
the simulation time; (b) phase shifts as a function of the simulation time; (c) upward
delay as a function of the RPL tree depth; and (d) packet losses as a function of the
simulation time, for different values of the delta phase offset AF,. A direct compari-
son with ContikiMAC is considered.

is basically the same, whereas for AP, = 1 + 3 ms the number of phase shifts is
one order of magnitude larger than for the other values of AF,. This means that the
nodes continuously try to track their parents, resulting in worse delay performance,
as shown in Fig. 4.7 (c), where the upward delay is shown as a function of the depth
of the RPL DAG. The effect of the phase offset threshold becomes more evident the
longer is the number of hops, resulting in a higher delay. In this case, the delay is
due to the misalignments introduced by the nodes trying to track the changes of their

parents’ phase offsets.
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Figure 4.8: Performance analysis of RAWMAC: (a) average delay upward; (b) packet
losses; and (c) energy consumption as functions of the hop distance, for various val-
ues of the packet generation period 7. A direct comparison with ContikiMAC is

considered.

In Fig. 4.7 (d), the packet loss rate is shown as a function of simulation time.
The losses introduced by the presence of “waves” are really limited. Even for small
values of AP, the packets only experience higher delay but no supplementary losses
with respect to those experienced with ContikiMAC.

4.3.4 Impact of the Packet Generation Period T

In order to measure the impact of traffic load on RAWMAC, we vary the packet gen-

eration period T from 25 s up to 200 s. According to previous results, F, and AP,
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are set to 40 ms and 6 ms, respectively. In Fig. 4.8 (a) the upward delay is shown
as a function of the distance of the nodes from the sink. For small values of T, the
performance of RAWMAC and ContikiMAC is the same since the delay is mainly
due to retransmissions introduced by the access contention mechanism. When 7 in-
creases, i.e., in low traffic conditions, RAWMAC outperforms ContikiMAC due to
the propagation waves that allow to quickly deliver packets to the sink.

This behavior is confirmed by the packet loss rate shown in Fig. 4.8 (b). For small
values of T, the traffic offered to the WSN is too high, so nodes that are far from the
sink (i.e., deeper) experience higher losses, and packets are dropped since nodes fail
to retransmit. On the other hand, when T is large, the packet loss rate for the two
protocols is comparable.

From an energy point of view, as shown in Fig. 4.8 (c), the nodes closer to the
sink have a larger energy consumption since they have to relay information coming
from their children. When 7' is small, the high energy consumption is not only due to
the large number of packets to be forwarded, but also to the large number of packets’

retransmissions which are due to collisions.

4.4 A Practical Application: the CALIPSO Smart Parking

Demonstrator

RAWMAC was also tested within the CALIPSO project, in the Smart Parking appli-
cation deployed in Barcelona. In this section, we show the main collected experimen-

tal results.

4.4.1 Demonstrator Overview

The test facility was situated in a corner street in Barcelona. The corner is a Parking
Load Zone that is restricted for loading and unloading activities, with a maximum
stop time of 30 minutes. The system consisted of: (i) 6 sensor nodes, which were
buried into tarmac and placed about 2 m a part of each other (6 nodes were sufficient

to cover the entire corner); and (ii) a base station, installed on a lamppost above
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Figure 4.9: Picture of the Smart Parking test facility.
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Figure 4.10: Test deployment topology, corresponding to the real scenario in Fig-
ure 4.9.

the corner, which acted as sink node. Two illustrative representations can be seen in

Figures 4.9 and 4.10, respectively.

Sensor Node

Each sensor node was composed by two interconnected motes: (i) a Parking Detec-
tion Sensor Board, provided by Worldsensing, and (ii) a standard Tmote Sky mote.
The communication between the Parking Detection Sensor Board and the TmoteSky
was done through a 2-way serial port, as shown in Figure 4.11.

The Parking Detection Sensor Board carried out sensing: it was composed by
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a digital magnetic sensor and a microcontroller able to detect the presence of a car
parked above it. It also contained a sub-GHz radio for point-to-point communication
purposes. Every time a change in the state of the parking place was detected, the sen-
sor sent a predefined message through the serial port to the communication system,
i.e., to the Tmote Sky.

The Tmote Sky ran the CALIPSO protocol stack and provided connectivity. It
received the message from the serial port and forwarded it to the base station. The
CALIPSO protocol stack included all software modules developed within the project
on top of Contiki OS. In particular, the following modules were evaluated and com-

pared:
* RAWMAC;
¢ ContikiMAC;
* RPL;

¢ Reactive RPL [53], which enhances RPL with an efficient mechanism for on-
demand route search — this mechanism works better in networks with variable

link quality or event with disappearing motes;

* ORPL [54], which is an extension of RPL designed to work on heavy duty-

cycled networks.

Base Station

The base station had two different components: (i) a TmoteSky, which acted as RPL
border router, and (ii) a standard embedded Linux PC, which acted as server. The
RPL border router created the RPL. DODAG that sensor nodes should connect to.
It also implemented the same protocol stack deployed in the sensor nodes, namely,
RAWMAC, ContikiMAC, RPL, Reactive RPL, and ORPL.

The Linux PC was responsible of the collection, analysis, storage and visualiza-
tion of the data gathered from the sensor nodes. In particular, its software consisted

of the following main modules:
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Figure 4.11: Sensor board (left) and TMote Sky (right) connected. The sensor board
periodically senses the electromagnetic field to detect the presence or absence of a
car in the parking place. This information is sent to the TMote Sky (using a standard
serial port) in order to be forwarded to the base station (and the cloud servers) by
using the CALIPSO communication stack.

* CoAP Server, which received CoAP messages from the sensor nodes, extracted
the payload and passed it to the Resource Manager module and to the HTTP

Server;

* Resource Manager, which received CoAP payload from the CoAP Server and

stored data in a local database;

e HTTP Server, which was used for the visualization of the statistics.

The whole system architecture is shown in Figure 4.12.
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Figure 4.12: System architecture of the Smart Parking demo.

4.4.2 Performance Evaluation

The main system indicators chosen for the performance evaluation of the demo were

the following:

* energy consumed by the node;
* RPL information (parent id, ETX metric);
* packet delivery ratio (PDR);

* routing protocol transmission overhead (number of non-application packets
transmitted by the routing layer to maintain the routing tree);

* routing tree convergence time;
* node link latency;

* node hop count.

The above indicators were sent as CoAP resources by all sensor nodes to the

CoAP server running in the base station.
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Figure 4.13: Communication scheme between the nodes and the gateway (base sta-

tion).

Experimental setup

In the performed tests, sensor nodes formed a RPL tree with a maximum depth of
three hops to the sink. In some cases, the RPL topology changed because of several
cars parking and leaving quickly.

In Figure 4.13, the registration procedure followed by the nodes, before starting
the collection of the statistics, is depicted. Once a node enters the network, it sends
a CoAP POST request to a specific resource of the gateway which, in turns, replies
with a 2.01 CREATED message with an indication of the ID assigned to the node
and the URI that the node must use to collect statistics. At this point, the node can
start registering each resource. Exploiting the URI received at the previous step, the
node builds a new URI for each resource and issues a new CoAP POST request to
the gateway to notify it of the starting data collection. The gateway replies with a
2.01 CREATED message for each POST. Once this phase is terminated, the node can
update the status of the resources via a CoAP PUT message, to which the gateway

replies with a 2.04 CHANGED message. These updates were sent periodically by a
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node. Clearly, this frequency has an impact on energy consumption and network traf-
fic. In order to have sufficient granularity for the tests, the data collection frequency
was set to 30 s.

The CoAP resources collected by a sensor node were:
1. presence of a node;

2. number of transmitted packets;

3. overhead messages;

4. consumed energy;

5. preferred parent.

In addition, the RPL border router notified the base station about the convergence
time of each node and the number of hops traversed by a packet issued by a node.
From all collected information, the base station extrapolated statistical character-
istics of: the energy consumption, the tree depth of a node, the total per-node over-
head, the packet delivery ratio, and the convergence time. In addition, to measure the
round-trip delay, the base station cyclically sent ping messages to the sensor nodes.
Once the experiment was concluded, the base station stored all the statistics in a log

file for further processing.

Simulations

In order to validate the code and the collected results, the system was first simulated in
Cooja before the final deployment. In Cooja, the CALIPSO stack ran as well all radio
communications and devices. A model for the Parking Detection Sensor Board was
written from scratch in order to have the complete system running in the simulation.

For this evaluation phase, the following five scenarios were compared:
1. RPL + NullRDC (i.e., radio always on);

2. RPL + ContikiMAC;
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Protocol Delay [ms]
RPL + NullRDC 156.0

RPL + ContikiMAC 576.7

RPL + RAWMAC 612.0
ORPL + ContikiMAC | 459.9
RRPL + ContikiMAC | 1780.8

Table 4.2: Average delay (dimension: [ms]).

3. RPL + RAWMAC;
4. ORPL + ContikiMAC;
5. RRPL + ContikiMAC.

Since in ORPL a node opportunistically transmits to the first available parent, it fol-
lows that the concept of tree depth is meaningless for ORPL. In order to provide a
fair comparison, in the ORPL case we averaged the results over all the nodes in the
network.

In Table 4.2, the delay performance is investigated. It can be observed that the
lowest delay is achieved with NullRDC: this is obvious, since there is no duty cy-
cling and the radio interfaces are always on to receive packets. Since with real nodes
there is no way to accurately measure the time it takes to send a message from a node
to the gateway, the delay measurements have been carried out via ping messages
issued by the gateway, collecting statistics on two-ways delay. For such a reason,
RAWMAC has better performance than ContikiMAC for upward traffic (since RAW-
MAC aligns wake-up phases of nodes), but this is achieved at the price of a longer
delay for downward data transmission. The delay of ORPL, instead, is lower since a
node transmits, upward, to the first available parent, without waiting for a predefined
parent that relays data to the destination. Finally, RRPL is the one with longest delay
since nodes need to find a route before sending data.

In Figure 4.14, a comparison between these protocols in terms of (a) overhead,

(b) energy consumption, and (c) packet delivery ratio, averaging the results over all
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the nodes in the network, is provided. In terms of overhead (Figure 4.14(a)), ORPL
broadcasts more packets than RPL-based protocols since it relies on DIO messages
(as RPL) together with some protocol-specific ORPL broadcast messages. RRPL in-
stead is the one transmitting more control packets since it requires to create a route
to transfer data. In terms of energy consumption (shown, in logarithmic scale, in
Figure 4.14(b)), the always-on interface leads to significant energy consumption. In
addition, due to the larger number of exchanged packets, ORPL and RRPL have a
slightly higher energy consumption than RPL-based protocols. Finally, all protocols
have the same performance in terms of packet delivery ratio (Figure 4.14(c)) which

remains close to 1 in all cases.

Field Trials

In order to reproduce a multihop scenario in the installation described above, we
tuned the receiver sensitivity of the border router to -65 dBm, so that only the two
nodes close to the pole can communicate directly with it. The other nodes, instead,
could only reach the sink via a multi-hop path. The target setup is also shown in
the Figure 4.10 where the arrows represent the ideally preferred next hop device
for the given node. We remark that this by no means implies that the other nodes
cannot be reached by the given node: in fact, nodes close to the preferred parent
are reachable and the given node may use them, instead of the preferred parent, for
communication. The circumstances in which this would happen depend on changes
in the environment, such as: cars parking on the monitored parking spots; cars passing
or stationed nearby; interferences from a nearby public WiFi hotspot; etc.

Since tests have been performed in a public street, the interference of ongoing
traffic, radio interference from personal devices, and weather conditions are com-
mon problems and cannot be controlled. For such a reason, unexpected behaviors
may arise, such as: time-varying weaker connectivity; jitters; extra communication
overhead; extra energy consumption.

Since nodes run in a real environment, we carried out a performance compari-
son, in terms of delay, overhead, energy consumption, and packet delivery ratio, be-

tween the protocols developed in CALIPSO and the standard protocols available in
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Protocol Delay [ms] | Standard deviation [ms]
RPL + NullRDC 99.3 66.7

RPL + ContikiMAC 441.4 286.0

RPL + RAWMAC 321.3 141.8

ORPL + ContikiMAC | 542.3 886.2

RRPL + ContikiMAC | 840.3 1025.1

Table 4.3: Field evaluation of average delay (dimension: [ms]) and standard deviation

(dimension: [ms]).

Contiki. The evaluated multi-layer protocol combinations are those outlined in Sub-
section 4.4.2: (i) RPL+NullRDC; (ii) RPL+ContikiMAC; (iii) RPL+RAWMAC; (iv)
ORPL+ContikiMAC; and (v) RRPL + ContikiMAC. In order to stress the network
behavior, especially during the startup phase, we present results over the first 40 min-
utes of the experimental trial, since at that point the network has already converged

and its behavior is stable.

In Table 4.3, we compare the delay performance of the protocols. For each pro-
tocol, we show the average delay and the standard deviation. As in Table 4.2, we
measured the round-trip delay, since it is not possible to have clock synchronization
between nodes and to know the exact packet transmission instant. The best perfor-
mance is obtained with NullRDC, since radio interfaces are always on. RAWMAC,
basic ContikiMAC, and ORPL, have approximately the same delay performance. In
fact, the benefit of phase alignment in RAWMAC is partially lost since ping mes-
sages accumulate the whole round-trip delay to reach the node and return to the sink.
In ORPL, instead, the low spatial density of nodes limits the impact of opportunis-
tic transmissions. The differences between the considered multi-layer protocols are
mainly due to the number of cars that arrived or left during the experience. In fact,
each car arrival perturbs the link conditions and requires some additional time to re-
adapt the routing topology. Finally, RRPL, because of its reactive nature, experiences
the highest delay.

We want to point out that some experiments, namely those with RRPL + Contiki-
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MAC, ORPL + ContikiMAC, and RPL + ContikiMAC, have been strongly affected
by the presence and the disappearance of cars. These three protocols, in fact, have
been validated during a normal working day with several cars and vans parking in the
demo site. We noticed that some delay peaks correspond to the arrival of shipping-
service vans that strongly interfered with the transmission of packets. On the contrary,
RPL + NullRDC and RPL + RAWMAC have been carried out during a local holiday,
so the number of car movements were considerably smaller and the experimental
conditions were quite stable. Finally, the experience with ORPL + ContikiMAC has
been carried out during the local holiday as well: the higher standard deviation can
be attributed, owing to the opportunistic nature of the protocol, to the fact that during
the experience some cars parked above the nodes closer to the gateway.

In Figure 4.15, we compare the five protocols in terms of overhead, energy con-
sumption, and packet delivery ratio. Referring to Figure 4.15(a), the lowest overhead
among the protocols running RPL is achieved with NullRDC, since nodes are always
on and the effects of duty cycles on the RPL metric is absent. A similar overhead
performance is achieved with ORPL, where only a few broadcast messages are trans-
mitted to diffuse information about each node phase. As shown in Figure 4.15(b),
the fact that ORPL uses many broadcast messages leads to an energy consumption
similar to that obtained with RPL+ContikiMAC and RPL+RAWMAC, where both
unicast and broadcast messages are sent, thus balancing the lower overhead. RRPL,
instead, incurs the price of route creation. Finally, RPL+NullRDC has an energy con-
sumption ten times higher since nodes have interfaces always on. Concerning the
packet delivery ratio, as shown in Figure 4.15(c), even if we experienced some losses
for ORPL + ContikiMAC, RRPL + ContikiMAC, and RPL + ContikiMAC due to the
above-mentioned experience conditions, all the solutions have a very good packet de-
livery ratio performance, which makes the protocols developed in CALIPSO suitable
for the use in realistic applications.

Simulation and experimental results allow us to draw some conclusions about the

protocols we considered and their applicability in smart parking applications.

RPL + NullRDC: This protocol has an attractive performance in terms of de-

lay and PDR since nodes, being always on, can receive any incoming message.
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However, the extremely elevated energy consumption makes it definitively un-

suitable for smart parking applications that target node lifetime maximization.

RPL + ContikiMAC: This solution is attractive for smart parking applications.
However, it is not suited to converging (towards a collector) traffic, since it has

been designed for a generic traffic pattern, without a preferred traffic direction.

RPL + RAWMAC: RAWMAC specifically targets upwards traffic, since it
aligns the wake-up phase of a node with that of its preferred parent. The ob-
tained performance results show that this protocol is well suited to smart park-
ing applications since it has reasonable energy consumption, small delay, and
high PDR.

ORPL + ContikiMAC: ORPL is another potentially good candidate for smart
parking applications, as it conceived to guarantee low delay and it proved to
have a reduced overhead and very good energy consumption. However, ORPL
performs best in the presence of high node spatial density. In our testbed, we
only have 6 nodes communicating, so the benefits of ORPL are not completely

evident.

RRPL + ContikiMAC: Since RRPL is a reactive protocol, its higher signaliza-
tion is not suited for pure data collection in smart parking applications. How-
ever, this protocol can be exploited for any application where rapid topology

reconfiguration is required, e.g., in the presence of node mobility.

4.5 Conclusions and Perspectives

In this chapter we have presented RAWMAC, an adaptation layer for minimizing the
alert collection delay in monitoring systems. RAWMAC uses routing as a manage-
ment module for asynchronous MAC layers, which are more robust to clock drifts,
in order to create a wave of propagation from the leaves to the root of a routing tree.
We have exemplified this adaptation layer on RPL and ContikiMAC, as these routing

protocols are emerging as standards de facto for the Internet of Things. Performance
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results have shown that RAWMAC largely outperforms the standalone ContikiMAC
in terms of delay for upward traffic. From energy and packet losses points of view,
instead, RAWMAC under the same configuration parameters has the same perfor-
mance of pure ContikiMAC. This means that, given a target maximum delay, RAW-
MAC allows to largely reduce the duty-cycle of the nodes compared to ContikiMAC,
resulting in a remarkable energy saving. In addition, we have studied the impact of
the parent changes due to RPL and of the misalignment due to clock drifts. RAW-
MAC proves to be sufficiently reactive to track all these changes without affecting
the packet delivery ratio, that remains equivalent to that of ContikiMAC.

As future work, we plan to extend RAWMAC to take into account efficient broad-
casting mechanisms, based on the local neighborhood, as well as quicker ways to dis-
cover the wake-up phases of neighbors. Another relevant research direction is the de-
sign and performance evaluation in the presence of heterogeneous radio duty-cycling

across the nodes.
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Figure 4.14: Performance comparison of the five combinations of protocols in terms

of (a) overhead, (b) energy consumption, and (c) packet delivery ratio averaged over

the nodes in the network.
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Chapter 5

Security: Authorization Service
with OAuth

So far we have addressed common issues of WSNs at several layers of the [oT-based
architecture, namely, the application, the routing, the MAC layer. In this final chapter
we show how the aforementioned issues have a significant impact on security, which
is a relevant topic in IoT-based sensor networks. Security does not fall into a spe-
cific layer of the architecture, but it can be applied to all layers in a vertical way. In

particular, this chapter deals with authorization and privacy for WSNs.

A sensor node (or smart object) may be equipped with several sensors, keeping
on collecting information from the environment. Access to the data gathered from
the sensors may be permitted to some users (e.g., an application that monitors vibra-
tions of a building should be allowed to get data from the magnetic sensors deployed
around), but it may be forbidden to some others (e.g., a person entering the building).
Some important questions arise: who is authorized to access sensor data? How can
the node check if a user is allowed to access its own resources? The node may check
on its own the credentials of potentially all the incoming requests to decide whether
to serve them or not. In a few words, this requires the node to implement an au-
thorization logic itself, which may however waste memory footprint, computational

capabilities as well as energy consumption. Alternatively, the node could delegate the
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job to someone else.

We propose a flexible service-based architecture for WSNs, which delegates the
authorization to an external service. We adopt the standard Open Authorization (OAuth)
protocol [55] to provide secure authorization. We compare our approach with the one
which uses OAuth-based authorization directly on the sensor nodes. Performances
are evaluated through Cooja-based simulations emulating real Zolertia Z1 hardware

platforms.

5.1 The Authorization Problem in IoT-based WSNs

The evolution of online services, such as those enabled by social networks, has had
a relevant impact on the amount of data and personal information disseminated on
the Internet. Furthermore, it has determined the birth of applications that rely on the
disseminated information in order to offer new services, such as aggregators. The
information owned by online services is made available to third-party applications
in the form of public Application Programming Interfaces (APIs), typically using
HTTP [56] as communication protocol and relying on the REpresentational State
Transfer (REST) architectural style. The possibility that someone else, besides the
entity which generates the information and the service that is hosting it, can access
this information has brought up concerns about the privacy of personal information,
since the trust is no longer a pairwise relationship but possibly involves other parties,
which may be unknown at the time of service subscription.

Open Authorization (OAuth) is an open protocol to allow secure authorization
from third-party applications in a simple and standardized way [55]. The OAuth pro-
tocol provides an authorization layer for HTTP-based service APIs, typically on top
of a secure transport layer, such as HTTP-over-TLS (i.e., HTTPS) [57]. OAuth de-

fines three main roles in the above scenario:
¢ the User (U) is the entity which generates some sort of information;

* the Service Provider (SP) hosts the information generated by the users and

makes it available through APIs;
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e the Service Consumer (SC), also referred to as “client application,” accesses

the information stored by the SP for its own utilization.

In order to comply with the security and privacy requirements, U must issue an
explicit agreement that some client application can access information on its/his/her
behalf. This is achieved by granting the client an access token, containing U’s and
SC’s identities, which must be exhibited in every request as an authorization proof.
The OAuth 2.0 protocol is the evolution of the original OAuth protocol and aims
at improving the client development simplicity by defining scenarios for authorizing
web, mobile, and desktop applications [58]. While connecting to existing online ser-
vices is a simple task for client application developers, implementing an OAuth-based
authorization mechanism on the SP’s side is a more complicated, time-consuming,
and, potentially, computationally intensive task. Moreover, it involves the registra-
tion of both users and client applications, and the permissions that Us grant to SC
applications and integrating with authentication services.

Within the 10T world, the IETF CoRE Working Group has defined the Con-
strained Application Protocol (CoAP) [59], a generic web protocol for RESTful con-
strained environments, targeted to Machine-to-Machine (M2M) applications, which
maps to HTTP for integration with the existing web.

While the use of the OAuth protocol has little impact, in terms of processing
and scalability, on conventional Internet-based services, its adoption in IoT has to
deal with the limitations and challenges of constrained devices. The limited compu-
tational power of Smart Objects may not be sufficient to perform the cryptographic
primitives required for message authentication, integrity checks, and digital signa-
tures, which may have a negative impact on energy consumption. Moreover, if the
access permissions for the services provided by the Smart Object reside on the Smart
Object itself, it could be extremely hard, if not impossible, to dynamically update
them once they are deployed on thousands of nodes (e.g., the Fastprk' system shown
in the previous chapter).

In this chapter, we present a novel architecture targeted to IoT scenarios for an

external authorization service based on OAuth, denoted as lo7-OAS. The delegation

Uhttp://www.fastprk.com/
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of the authorization to an external service, which may be invoked by any subscribed

host or thing, affects:

1. the time required to build new OAuth-protected online services, thus letting
developers focus on service logic rather than on security and authorization is-

Sues;

2. the simplicity of the Smart Object, which does not need to implement any
authorization logic but must only invoke securely the authorization service in

order to decide whether to serve an incoming request or not;

3. the possibility to dynamically and remotely configure the access control poli-
cies that the SP is willing to enforce, especially in those scenarios where it is
hardly possible to intervene directly on the Smart Object.

Experimental results are presented highlighting the existing trade-off between com-
munication and processing costs.

The rest of this chapter is organized as follows. Section 5.2 discusses related work
in the field. In Section 5.3, the IoT-OAS architecture is presented. In Section 5.4, a
few loT-OAS application scenarios are presented. In Section 5.5, an extensive experi-
mental performance evaluation of the proposed solution is carried out. In Section 5.6,
we discuss about open issues related to the proposed architecture and IoT scenarios.

Finally, in Section 5.7 we draw our conclusions.

5.2 Related Work

In the rapidly evolving IoT scenario, security is an extremely timely issue. The het-
erogeneous and dynamic nature of the IoT brings up several questions related to secu-
rity and privacy, which must be addressed properly by taking into account the specific
characteristics of Smart Objects and the environments they operate in. Classical se-
curity algorithms and protocols, used by traditional Internet hosts, cannot simply be
adopted by Smart Objects, due to their processing and communication constraints.

An extensive overview of state-of-the-art security mechanisms in the 10T (including
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symmetric/asymmetric cryptographic algorithms, hashing functions, security proto-
cols at network/transport/application layers), aiming at providing features such as
confidentiality, integrity, and authentication, is provided in [60]. An architecture for
solving the problem of securing IoT cyberentities (which include Smart Objects, tra-
ditional hosts, and mobile devices), denoted as “U2I0T,” has been proposed in [61],
with the goal of addressing the issues of expanding domains, dynamic activity cycles,
and heterogeneous interactions. U2I0T takes into account security in interactions that
occur in three different phases: preactive, active, and postactive. In particular, the ac-
tive phase provides authentication and access control functionalities. Authorization
is therefore being considered a major issue, since it is becoming increasingly evident
that access to resources in a global-scale network, such as the 10T, must be controlled

and restricted in order to avoid severe security breaches in deployed applications.

Several works have also addressed very specific issues in [0T. A lightweight mul-
ticast authentication scheme for small-scale IoT applications is proposed in [62].
In [63], the authors take into account user mobility (i.e., roaming) and propose CPAL,
an authentication mechanism designed to provide a “linking function” that can be
used to enable authorized parties to link user access information, while preserving
user anonymity and privacy. The secure integration of Wireless Sensor Networks
(WSNs) into 10T is discusses in [64]. The authors propose a security scheme, which
allows secure communication with Internet hosts by providing end-to-end confiden-
tiality, integrity, and authentication, based on a Public-Key Infrastructure (PKI). The
proposed scheme also introduces a two-step (oftline/online) signcryption mechanism,

in order to minimize processing time.

Several authentication mechanisms have also been defined for other issues, such
as network access, which are also relevant for IoT scenarios. The Protocol for Car-
rying Authentication for Network Access (PANA) [65] is an IETF standard defining
a network-layer transport for network access authentication methods, which are typ-
ically provided by the Extensible Authentication Protocol (EAP) [66]. In particular,
PANA carries EAP, which can carry various authentication methods. OpenPANA [67]

is an open-source implementation of PANA.

The problem of service authorization has been extensively treated in literature.
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Several works have focused on how to implement different access control strategies.
Discretionary Access Control (DAC) restricts the access to objects based on the iden-
tity of subjects and/or groups to which they belong. The controls are discretionary in
the sense that a subject with certain access permissions can transfer that permission
on to any other subject [68]. Role-Based Access Control (RBAC) relies on a policy
that restricts access to resources to those entities which have been assigned a specific
role [69, 70, 71]: RBAC requires that the roles are defined and assigned to users, and
access permissions are set for resources. Attribute-Based Access Control (ABAC) re-
stricts resource access to those entities which feature one or more specific attributes
(e.g., age, geographic location, etc.) [72].

RBAC and ABAC are the most widespread approaches to restricting system ac-
cess to authorized users. RBAC maps permissions to roles that a user has been as-
signed. On the other hand, ABAC maps permissions to attributes of the user. Typi-
cally, authorization mechanisms strongly depend on an authentication step that must
have been previously taken, in order to identify users so that either their roles or their
attributes can be verified and matched against the policies set for resource access.

In [73], the authors present a mechanism for fine-grained sub-delegation of access
permissions for consumers of web applications, denoted as “DAuth.” Applying ac-
cess control mechanisms in constrained scenarios, such as wireless sensor networks,
is a challenging task. A complex, context-aware access control system designed for a
medical sensor networks scenario, which presents critical privacy and confidentiality
issues, is described in [74].

The IETF ACE WG has also proposed “Delegated CoAP Authentication and Au-
thorization Framework” (DCAF) [75]. The DCAF architecture introduces authoriza-
tion servers, which are used to perform authentication and authorization, in order to
unburden Smart Objects from storing a large amount of information by delegating
such task to an external entity. While this solution is very similar to the one presented
in this work, it focuses mainly on constrained environments, while the proposed one

is intended to be generic and transparently integrated into IoT and Internet scenarios.

Although much work has been done with the goal of defining and integrating

authorization mechanisms in several scenarios, our work, unlike others, focuses on
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the definition of a generic authorization service which can be integrated into both
Internet and [oT scenarios. In particular, the proposed mechanism explicitly takes into
account the hybrid nature of the extended Internet that will be deployed in the next
years. Moreover, the proposed architecture aims at minimizing the effort required by
service developers to secure their services by providing a standard, configurable, and

highly interoperable authorization framework.

5.3 10T-OAS Architecture

The OAuth-based Authorization Service Architecture (IoT-OAS) can be invoked by
any subscribed host or Smart Object. It can be ideally thought of as a remotely trig-
gered switch that filters incoming requests and decides whether to serve them or not.
The design goal of the IoT-OAS architecture is to relieve Smart Objects from the
burden of handling a large amount of authorization-related information and process-
ing all incoming requests, even if unauthorized. By outsourcing these functionalities,
Smart Objects can keep their application logic as simple as possible, thus meeting the
requirements for keeping the memory footprint as low as possible, which is extremely
important for constrained devices. From a broader perspective, entire IoT large-scale
deployments can greatly benefit from the presence of Io7T-OAS in terms of config-
urability: a single constrained node (or a group of constrained nodes as a whole)
can have their access policies updated remotely and dynamically, without requiring
any direct intervention, which is especially convenient for Smart Objects placed in
hardly-reachable and/or unattended locations. OAuth allows third-party applications
to get access to user-related information hosted on an online service. All issued re-
quests must certify that the SC application has been granted permission by the user
to access its personal information on its behalf, namely by adding an “access token,”
which relates the user’s identity and the client application. For ease of presentation,
the used acronyms are summarized in Table 5.1.

Besides the three roles introduced in Section 5.1 (U, SP, and SC), OAuth adds an
additional role: the Authentication Service (AS), which is invoked by the SP to verify

the identity of a user in order to grant access tokens. The standard OAuth operation
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U User or Resource Owner

SP Service Provider, which hosts users’ resources

SC Service Consumer, which accesses users’ data
stored by the SP

AS Authentication Service, which is used

by the SP to verify the identity of a user

RT Request Token, a temporary ticket used by the SC
to ask U to authorize access to its resources
AT Access Token, used by the SC to perform

authenticated requests

IoT-OAS | Delegated external authorization service, which
can be invoked by Smart Objects to perform

authorization checks to access protected resources

Table 5.1: Used main acronyms.

flow is shown in Fig.5.1. The procedure through which a SC can get a valid access

token is the following:

1. U is willing to use the SC, either from a webpage, a mobile app, or a desktop

application;

2. SC needs to access U’s personal information hosted on SP; SC asks the SP a
RT carrying SC’s identity, which will be later exchanged for an AT;

3. SP verifies SC’s identity and returns a RT;
4. SC redirects U to the SP’s authentication service with the RT;

5. U contacts the SP’s AS presenting the RT and is asked to authenticate in order

to prove its consent to grant access permissions to the SC;

6. the RT is exchanged for an AT, which relates U and SC;
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Figure 5.1: Standard OAuth roles and operation flow.

7. the SC receives the AT through a redirection to a callback URL (i.e., authenti-

cation callback);

8. the SC can issue requests to SP including the AT, for services that require U’s

permission (protected APIs).

The design goal of the lo7T-OAS architecture proposed in this work is to enable
SPs, either based on HTTP or CoAP, to easily integrate an authorization layer with-
out requiring any implementation overhead, other than invoking an external service.
Delegating the authorization logic to an external service requires a strong trust re-
lationship between the SP and the Io7-OAS. Fig. 5.2 shows the operation flows for
a) AT grant procedure and b) SC-to-SP interaction in the lo7T-OAS architecture. A
detailed description of these operation flows in the proposed lo7T-OAS architecture is

presented in the remainder of this section.

5.3.1 Granting Access Tokens

The operation flow to grant an AT to a SC is shown in Fig. 5.2(a). The procedure re-
sulting in the grant of an AT to a SC is similar to that of the standard OAuth operation

flow, yet it has the following relevant differences:
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Figure 5.2: IoT-OAS main procedures: (a) AT grant procedure; (b) SP integration
with IoT-OAS for request authorization.
1. as in the standard operation flow, the procedure is initiated by U;
2. the SC regularly contacts a SP to receive a RT;

3. the SP, which does not implement any OAuth logic, contacts the loT-OAS ask-
ing to issue a RT for the SC by performing a generate_request_token RPC

request;

4. the IoT-OAS verifies the identity of the SC and issues a RT, which is returned
to the SP;

5. the SP handles the RT back to the SC;
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6. the SC redirects U to the AS with the received RT;

7. U contacts the SP’s AS presenting the RT and authenticates in order to prove

its consent to grant access permissions to the SC;

8. the AS notifies the SP that the authentication is successful and presents the RT
with U’s identity;

9. the SP asks the IoT-OAS to exchange the RT with an AT for U by issuing a

generate_access_token RPC request;
10. the IoT-OAS generates the AT and returns it to the SP;

11. the SP handles the AT to the SC with an authentication callback.

The use of an external lo7T-OAS is totally transparent to the SC, which has no
knowledge of how the SP is implementing the OAuth protocol. This leads to full
backward compatibility with standard OAuth client applications. On the SP’s side,
all the OAuth logic is delegated to the IoT-OAS, with the only exception of the AS.
However, it is not mandatory that the AS resides within the SP’s realm, as it might
interface with third-party authentication services, such as OpenID [76]. The only
information the SP must hold is the reference to users’ identities in order to make it

possible to setup access permission policies on a per-user basis.

5.3.2 Authorizing Requests

The interaction between SP and lo7-OAS when serving incoming requests is shown
in Fig. 5.2(b). Since the presence of the loT-OAS is totally transparent to the SC, the
communication between the SC and the SP is a regular OAuth communication. The
difference is, again, on SP’s side, which needs to contact the IoT-OAS to verify that
the incoming requests received from the SC are authorized in order to decide whether
to serve them or not.

The operation flow is the following:

1. the SC requests U’s information to the SP using the AT received after U’s

authentication (as in standard OAuth consumer-to-provider communication);
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2. the SP, which does not implement any OAuth logic, refers to the IoT-OAS to
verify if the incoming request is authorized (in order to do so, the SP issues a
verify RPC request);

3. the IoT-OAS verifies the SC’s request and informs the SP about SC’s authoriza-

tion for the request by performing a lookup in the permission store;

4. the SP serves the SC’s request according to the loT-OAS’s response.

5.3.3 SP-to-IoT-OAS Communication: Protocol Details

The SP interacts with the loT-OAS with a simple communication protocol. The pro-
tocol comprises three Remote Procedure Calls (RPCs), which are detailed below. It
is important to remark that delegating the authorization decision to an external ser-
vice requires an extremely high trust level between the SP and the loT-OAS. More-
over, all communications between them must be secured and mutually authenticated,
so that the SP security level is at least as high as if the authorization service were
implemented internally. To ensure that an appropriate security level is met, commu-
nications between the SP and the loT-OAS must occur with a secure transport such
as HTTP-over-TLS (HTTPS), CoAP-over-DTLS (CoAPs) [77, 78], or HTTP/CoAP
over a secure host-to-host channel setup with IPSec [78]. Mutual authentication en-
sures that i) the IoT-OAS is verified and ii) the requests come from a verified SP,
whose identity is, therefore, implicit. The three RPCs of the SP-to-loT-OAS commu-
nication protocol are the following:

1. generate_request_token(): this RPC is called by the SP to request the loT-OAS
to generate a request token for the given SC, to be later exchanged for an AT

2. generate_access_token(request_token,user_id): this RPC is called by the RPC
to request the loT-OAS to exchange the given RT for a new AT related to the

given user;

3. verify(request,access_token): this RPC is called by the SP to request the loT-
OAS to verify if the given SC request is authorized with the provided AT by

performing a lookup into the permission store.
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5.3.4 10T-OAS Configuration

The IoT-OAS provides high customization to SPs by offering per-user and per-service
access control policies. The SPs can remotely configure and manage the permissions
that SCs are granted, which can be created, updated, revoked, and/or duplicated dy-
namically at any time. The Io7T-OAS thus offers a dedicated SP access control con-
figuration, denoted as “permission store.” The permission store is a collection of the
relations between SCs, users, and SP services and can ideally be seen as a lookup
table.

The configuration of the permission store can occur through web interfaces or
API calls provided by the IoT-OAS. The possibility to dynamically manage the per-
missions, rather than having them co-located with the SP, is an extremely valuable
feature, especially if SPs are Smart Objects with the need to be deployed in hardly
accessible locations and may be automatically and/or remotely reconfigured.

5.4 Application Scenarios

In this section, we present four significant IoT application scenarios to properly illus-
trate the functionalities of the proposed loT-OAS service architecture. In the following
scenarios, we consider an external client (based on HTTP or CoAP according to the
context) that is interested to access a remote service provided by a Network Broker
(NB), which is a border network element that exposes services on behalf of con-
strained nodes residing in the internal network, or directly by a generic Smart Object
S directly available in the network behind a network Gateway. To clarify the follow-
ing description we assume that the OAuth credentials owned by the involved external
client have been obtained through a prior configuration phase based on the lo7T-OAS
service described in Section 5.3 and that service discovery is performed through an
application-specific procedure, which is not directly related with the approach pre-

sented in this work.
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5.4.1 Network Broker Communication

In the first scenario, illustrated in Fig. 5.3(a), the client C (acting as a SC) discovers
a Services provided by the network broker NB. In order to serve external requests,
NB can retrieve information from different Smart Objects in its network. In this case,
in order to simplify the context, we assume that NB needs information only from the
Smart Object S,. The client, through a secure channel based on HTTPS or CoAPs,
sends a request R for Service, including its OAuth credentials, denoted as OAuth(C).
The client’s OAuth information is used by the service provider NB to properly val-
idate the request and to verify the identity of C and that C has the right privileges
to access the requested service. Since NB could be implemented using an embedded
device or, generally, using a device with limited computational and storage capabili-
ties (which, with high probability, does/should not implement a complex logic such
as OAuth) delegates the verification of the incoming request to the lo7T-OAS. Once
NB receives R from C, it sends a verification request to lo7-OAS (always through a
secure channel based on HTTPS or CoAPs, according to its implementation or ca-
pabilities) with the original incoming request and its credentials. The loT-OAS, after
verifying the validity of the submitted request (according to NB’s configuration) and
C’s identity, replies communicating if R is authorized. If the feedback is positive and
C is allowed to access requested service, NB internally contacts the Smart Object S,
to retrieve the required information and sends back the response to C. If the response
received from loT-OAS is negative, C is not granted access and the NB responds im-

mediately to C without any kind of interaction with the Smart Object.

5.4.2 Gateway-based Communication

In the second scenario, illustrated in Fig. 5.3(b), an external client C, based on HTTPS
or CoAPs communications, is interested in accessing a service directly provided by
the Smart Object S, which does not manage HTTP or CoAP (due to computational
or implementation constraints) and is behind a Gateway G. In particular, G has the
role to translate the incoming requests from the external networks to available Smart

Objects inside its own network. In this scenario, C sends a request R (including the
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client’s OAuth credentials) to G for Servicep provided by S,. R is translated by G and
forwarded to S, that, in order to validate the new request and the requestor’s identity,
sends through G a verification request to the Jo7-OAS using a secure communication
protocol such as HTTPS or CoAPs. The verification message and the response (pos-
itive or negative) generated by S, are properly managed and translated by G to allow

the communication among lo7-OAS, the Smart Object, and the client.

5.4.3 End-to-End CoAP Communication

Fig. 5.3(c) shows a different scenario where a Smart Object S, (i.e., reachable at an
IPv6 address) in a sensor network provides directly a remote CoAP service Servicep.
Since all involved entities can use the same protocol, in this case the network gateway
acts only as a router without the need to translate incoming and outgoing messages
between the external world and the sensor network. The CoAP client CC sends se-
curely and directly to the Smart Object a request R containing its OAuth credentials
and the reference for Servicep provided by S>. Since the Smart Object is usually a
sensor or an embedded device with limited computational and storage capabilities
(which, as previously described, does not implement a complex logic like OAuth), it
delegates the verification of the incoming request to the OAuth Service. S, sends a
verification request to JoT-OAS over CoAPs to check R. The IoT-OAS validates the
request based on CC’s credentials and the type of requested service; it then informs
the Smart Object S, about whether R can be served or not. S,, according to the re-
sponse of IoT-OAS, replies to the requesting client with the service outcome or, if CC

is not allowed to access Servicep, with an error message.

5.4.4 Hybrid Gateway-based Communication

The last scenario, shown in Fig. 5.3(d), is characterized by a hybrid approach where
the external client uses an application protocol (such as HTTP) different from that
used by Smart Objects (CoAP). Similarly to the case in Subsection 5.4.2, the gateway
manages the communication between the external world and its network: in this case,

it just translates incoming requests from HTTP to CoAP for ;. Once a new request



5.5. Experimental results 121

(with OAuth credentials and service reference) arrives to the Smart Object, it securely
uses loT-OAS to verify the validity of R, through CoAPs. The response (positive or
negative, according to the loT-OAS feedback) is translated by the gateway from CoAP

to HTTP and forwarded to the client through a secure channel.

5.5 Experimental results

In order to demonstrate the feasibility and performance of the proposed loT-oriented
authorization mechanism, we have conducted experimental tests to evaluate the en-
ergy consumption on Smart Objects. In fact, the security of the authorization pro-
cess is guaranteed by the use of OAuth. We remark that the architecture scenarios in
Fig. 5.3(a) and Fig. 5.3(b) are not critical from an energy consumption viewpoint, as
they rely on communications between a gateway, which is a non-constrained node,
and the external authorization service. For this reason, we have limited our experi-
mental investigation to the scenarios in Fig. 5.3(c) and Fig. 5.3(d), which require that
the Smart Object communicates with the authorization service: in this case, energy

consumption is of concern.

5.5.1 Experimental Setup

Within the EU project CALIPSO [79], the IoT-OAS service has been implemented on
aregular web server, based on open source technologies, equipped with HTTP/CoAP
proxy capabilities in order to be easily integrated in all the application scenarios
shown in Section 5.4. The SP-to-loT-OAS communication has been implemented
on a variety of devices, either regular hosts or Contiki OS-based constrained de-
vices [80]. The choice of the Contiki OS has allowed to investigate the feasibility
of the delegation approach to authorization in both simulated environments (using
the Cooja simulator) and real testbeds, taking also into account the presence of duty-
cycle. Moreover, the Contiki OS provides IPSec and DTLS implementations over
6LowPAN [81, 82] and CoAP [83].

The conducted tests aim at evaluating the energy consumption of Contiki-based

Smart Objects. The simulations have been performed using the Cooja simulator, in
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order to gather data for the activity of the CPU and radio interface. The used exper-
imental platform is based on Zolertia Z1 nodes, with nominal 92 kB ROM (when
compiling with 20-bit architecture support) and an 8 kB RAM. In practice, the com-
pilation with the Z1 nodes has been performed with a 16-bit target architecture, which
lowers the amount of available ROM to roughly 52 kB.

The experimental setup consists of a CoAP client node sending a request to a
CoAP server. The CoAP server must then authorize the request and decide whether
to serve it or not. This configuration is compatible with the application scenarios
shown in Fig. 5.3(c) (denoted as End-to-End CoAP Communication) and Fig. 5.3(d)
(denoted as Hybrid Gateway-based Communication). The tests involved four differ-
ent scenarios, shown in Table 5.2, classified depending on the type of authorization
strategy adopted by the CoAP server (columns) and security level adopted at the
network-layer (rows). As for security at the network layer, IPSec has been configured
to work with Encapsulated Security Payload (ESP) only. ESP has been selected since
it is necessary to encrypt the payload of the packets, in order to protect the access
token, rather than authenticating the endpoints of communication through Authenti-
cation Header (AH). Regarding the implementation of the OAuth protocol, the verifi-
cation procedure has been performed using the HMAC-SHA1 signature scheme [84].
Although OAuth provides also other signature schemes (PLAINTEXT and RSA-
SHA1), HMAC-SHAT1 has been selected as it is does not require a secure transport
and a PKI for the management of public keys. As for the use of SHA-1, we point out
that, in principle, different hash functions, such as SHA-2 and SHA-3 (also known
as KECCAK [85]), might be used instead. However, this would be a violation of the
OAuth specification, which would require SPs and SCs to be aware of these different

signature schemes.

The message flow, which depends solely on the delegation to lo7T-OAS, is shown
in Fig. 5.4 considering two cases: OAuth is implemented in the CoAP server (top);
the CoAP server relies on the loT-OAS server (bottom).
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Authorization strategy
Smart Object Smart Object
implements OAuth | delegates to IoT-OAS

IP (none) oauth-ip oas-ip

Security

IPSec (ESP) oauth-ipsec oas-ipsec

Table 5.2: Experimental scenarios.

5.5.2 Energy Consumption Evaluation

The energy consumption of the CoAP server has been evaluated using Powertrace [21],
a tool for network-level power profiling for low-power wireless networks. Powertrace
estimates the energy consumption of each device component, such as the radio chip
and the microcontroller. It computes the amount of time a component is turned on
(active mode) and off (sleep mode). In order to determine the energy consumption,
we refer to the current consumption of each component indicated in the Z1 datasheet.
In particular, the MSP430f2617 microcontroller consumes 0.515 mA in active mode
and 0.5 uA in low-power mode (Ipm), respectively. Similarly, the CC2420 radio
transceiver consumes 17.4 mA in TX mode and 18.8 mA in RX mode. In order to
obtain the total consumed energy for the Smart Object, the following conversion for-
mula has been used:
E=Y ij-v-Ay 5.1
jeH

where .# is the set of all operation modes of the Smart Object (active, lpm, TX,
and RX); v is the nominal voltage of the Smart Object; and Az, is the time the Smart
Object was in the j-th operation mode ;.

In Fig. 5.5, the aggregate energy consumption (dimension [mJ]) for different

hardware components in the four scenarios in Table 5.2 is shown. The energy con-
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OAuth
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CoAP loT-OAS
Server

Figure 5.4: Message flow in the case OAuth is implemented in the CoAP server (top)
and in case the CoAP server relies to the IoT-OAS server (bottom).

sumption is broken down into figures related to CPU, radio transmission, and Ipm
activity. The obtained results provide interesting insights on the performance of the
proposed delegation approach. In particular, it can be observed that if lo7T-OAS 1is
being used on top of IP, the amount of energy consumption related to processing is
lower than if the OAuth logic is implemented directly on the Smart Object. However,
the overall consumption is higher when relying on IoT-OAS, due to the contribution of
radio transmission. The reason for this behavior is that the large size of application-
level packets requires fragmentation and, thus, multiplies the number of transmitted
packets over IEEE 802.15.4 networks. If IoT-OAS is used, the number of transmitted
packets doubles since the original packet must be relayed to the delegated service in
order to perform the authorization checking procedure. When using IPSec, there is
no gain, in terms of processing load, with respect to the local-OAuth approach. This
happens because the number of decryption and encryption procedures also doubles
and, since they rely on heavyweight asymmetric cryptographic primitives, also the

processing load increases as well. However, the OAuth protocol specification states
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Figure 5.5: Aggregate energy consumption (dimension: [mJ]) for the four experimen-

tal scenarios.

that, if using the HMAC-SHA1 signature scheme, a secure underlying transport is

not mandatory.

5.5.3 Practical Considerations

Even though the energy consumption results presented in Subsection 5.5.2 may seem
to discourage the adoption of a delegation approach for authorization grant, there are
other considerations that strongly motivate the use of loT-OAS.

First of all, some considerations on memory footprint should be made. In order
for the OAuth software module to fit inside the ROM of a Smart Object, we had to
turn off many features of the Contiki OS: i) RPL could not be used (all communica-
tion acts were single-hop); ii) Contiki MAC was replaced by NULL MAC; and iii) no
radio duty cycling was active. In Fig. 5.6, the contributions of all the software mod-

ules to the available ROM are shown. The shown numbers are best-case figures (e.g.,
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Figure 5.6: Memory footprint (dimension: [bytes]), with compiler optimization en-
abled, for different software modules in Contiki for TelosB (48 kB available) and
Zolertia Z1 nodes (~52 kB available with 16-bit target compilation).

no resources have been allocated for CoAP), but the Smart Objects are not operative
in this case (any incoming request could not be served since no CoAP resource is
hosted). Even in this best case, from a memory occupation viewpoint, from the re-
sults in Fig. 5.6 one can see that the amount of available ROM is not sufficient to
host also the OAuth logic: therefore, some features must be excluded from the Smart

Object to implement OAuth locally.

Moreover, in order to provide authorization, the Smart Object should also in-
clude a database of those clients that are authorized to perform requests for the re-
sources managed by the constrained CoAP server, together with their access tokens.
Of course, this is infeasible because of the memory shortage. On the other hand, an
external authorization service might have a database large enough to fit all the infor-
mation needed to manage any number of third-party clients. This is shown in Fig. 5.7,

where one can see that the most lightweight configuration of software on a Zolertia
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Figure 5.7: Available ROM memory (dimension: [bytes]) on a Zolertia Z1 (16-bit
target compilation) when hosting a user database under different configurations of

Contiki OS software modules.

Z1 node can at most fit a database of less than 500 users (assuming an average of
roughly 20 bytes per user). From Fig. 5.7, it can also be observed that just integrating
RPL decreases the maximum number of users stored in the database to 8.

Another important point that should be highlighted is that the delegation of the
authorization procedures allows the owners of the Smart Objects to reconfigure, even
with very fine-grained access policies, the authorization grants to external consumers
without the need to re-program the Smart Objects, which is crucial when the Smart
Objects are deployed in hardly reachable locations and their reconfiguration can be
very complicated. As an external service can perform highly dynamic configuration,
it could be very easy to grant or remove access permissions at any time with little,
if any, need of human intervention, which can be a difficult and time-consuming

operation. A mechanism that allows operators to change access policies remotely
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and possibly acting on multiple nodes at the same time can, therefore, be far more
convenient by cutting down management costs and minimizing the time required for
the re-configuration of Smart Objects.

One final remark, related to energy consumption, is the fact that the analysis in
Subsection 5.5.2 is performed using the HMAC-SHA 1 signature scheme. The OAuth
protocol specification considers also the use of the RSA-SHAT1 signature scheme,
which requires much higher processing load as it relies on asymmetric cryptographic
primitives and introduces also the problem of public key management. The amount
of processing load (and, thus energy consumption) considered in Fig. 5.5 is then
underestimated.

In conclusion, the delegation approach can significantly improve and simplify the
design and deployment of Smart Objects, allowing to focus on the fundamental func-
tionalities that a constrained node should implement, rather than dealing with other
aspects that could be easily outsourced with minimum impact on the development of
the application. The use of Io7T-OAS does not necessarily forbid or discourage an in-
node implementation of authorization functionalities, which might be suited for smart
objects with sufficient resources and capabilities. JoT-OAS can be applied effectively
in several scenarios, with different network configurations and Smart Object capabil-
ities. For instance, being aware of energy consumption issues, lo7-OAS can be used
by network elements that do not present the same constraints of smart objects (e.g.,
LoWPAN border routers, LBRs, which can be connected to a fixed energy supply),
as shown in Fig. 5.3(a) and Fig. 5.3(b). Such elements can apply access policies and
filter incoming requests, in order to “shield” the constrained network, while allowing

the Smart Objects to keep their implementation.

5.6 Discussion: Advantages, Limitations, and Outlook

In this work, we have presented a novel general architecture for service authorization
to be used in Internet, IoT, and hybrid scenarios. According to the architectural nature
of this work and the experimental results presented in Section 5.5, the following

aspects need to be further discussed.
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5.6.1 Security Issues

The use of Internet protocols and the very nature of Smart Objects raise security
issues in the proposed Io7-OAS architecture. The interested reader is referred to [86]
for an overview of security threats in IoT.

First, delegation to a third party service requires a strong trust on the third party.
The trust relationship between a Smart Object and the lo7T-OAS is actually a trust rela-
tionship between the owner of the Smart Object and the Io7T-OAS. The establishment
of such trust relationship falls beyond the scope of this work, which describes the
service architecture to which the Smart Objects subscribe. A strongly secure commu-
nication channel, such as a VPN tunnel, could be a suitable solution to provide secure
and authenticated communications with the authorization service.

The use of standard Internet security protocols can have a negative impact on the
performance of Smart Objects, as the communication overhead and computational
cost might dramatically affect the energy consumption. In order to tackle these issues,

the following actions may be taken:

* define constrained versions and implementations of the security protocols, in
order to make the handshaking phase lighter and to minimize packet fragmen-

tation;

* define a constrained version of the OAuth protocol, in a similar fashion to what
is being carried out in the IETF CoRE Working Group with the definition of
the CoAP protocol (with respect to HTTP);

* define new cryptographic suites for the security protocols by integrating lightweight
cryptographic algorithms (such as TEA [87], SEA [88], and PRESENT [89])
and lightweight hash functions (such as DM-PRESENT [90] and SHA-3 [91]),
which may be more suitable for constrained devices.

Other security aspects might be related to the following possible attacks that

smart objects might undergo.

* Denial-of-Service (DoS) might occur if Smart Objects receive a large number

of requests to serve. In this case, the use of the IoT-OAS would decrease the
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ability of the Smart Object to resist against this type of attacks. A solution
could be to use the gateway to protect the Smart Object, possibly by offering

caching capabilities.

* Man-in-the-Middle (MITM) attacks are possible if using a HTTP/CoAP proxy
— which, by its nature, is a man-in-the-middle — thus destroying any form of
end-to-end security. If the proxy is not trusted, it could access all communica-
tions among the endpoints and could possibly get access to the authorization

information, thus gaining permission to spoof the requestor’s identity.

 Physical threats are related to the impossibility to supervision constantly Smart

Objects once they have been deployed in public/remote areas.

The considerations above are not strictly related to the lo7-OAS architecture, but
are typically related to all IoT scenarios and are currently being investigated. How-
ever, even though they fall outside the scope of this work, it is important to cite them
as open issues. It is also important to remark that the /oT-OAS architecture is not a
solution for security aspects in IoT, but, rather, is meant to provide an authorization

layer which is easy to integrate and manage for Internet and IoT services.

5.6.2 Computational and Storage Overhead

The OAuth protocol has been designed to handle computation and storage overhead
while providing a standard and simple authorization mechanism for resource access
by third-party applications. The same considerations can be applied to our approach,
as there is no computation and storage on the node, but all the information resides on
the central authorization service. Typical examples of the scalability of OAuth-based
services are online social networks, such as Twitter and Facebook, which deal with
hundreds of millions of users, billions of requests, and several thousands of third-
party applications which access the hosted resources. The above considerations are
confirmed by the performance evaluation of the Io7-OAS architecture in Section 5.5:
1) the memory footprint of all software modules that should be run on the Smart

Object leaves no space for the storage of user identities and access policies (as shown
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in Fig.5.7); ii) from a processing perspective, the Smart Object does benefit from a
delegation approach, as there is no computation to be performed besides sending a
request to the loT-OAS.

5.7 Conclusion

In this chapter, we have proposed a novel architecture to provide HTTP and CoAP
service providers with an authorization layer to be able to disseminate their services
without the need of implementing the OAuth logic, but, rather, by invoking an ex-
ternal OAuth-based authorization service, denoted as “IoT-OAS.” The designed ap-
proach has been applied to significant IoT scenarios with multiple Smart Objects (or,
more generally, constrained devices) characterized by limited computational power,
operating in lossy and low-power networks, and usually battery-powered thus requir-
ing extreme attention on energy consumption.

A performance evaluation has been performed by conducting simulations with
Cooja targeting Contiki-based Zolertia Z1 nodes. The experimentation has shown
that, from a purely energy consumption perspective, the delegation approach can in-
crease the amount of energy consumed, due to the fragmentation of application-layer
messages performed in order to fit in IEEE 802.15.4 packets. However, other issues,
such as memory footprint and dynamic configuration capabilities, show that imple-
menting the OAuth logic locally is infeasible with currently available Smart Objects,
making the delegation approach provided by loT-OAS preferable. Moreover, delegat-
ing the authorization logic to an external service leads to several additional benefits,
such as: i) reducing the time required by service developers to implement OAuth-
protected online services; ii) supporting legacy OAuth client applications seamlessly;
iii) limiting the device complexity only to service logic, while still providing access
control policies for its services. An extremely appealing advantage of externalizing
the authorization logic is the possibility to dynamically and remotely configure fine-
grained access control policies on a per-service and per-client basis, without the need
of direct intervention on the deployed devices.

Security considerations have been also discussed, taking into account well-known
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IoT-related issues. As a future research direction, the proposed architecture will be
implemented and tested thoroughly in both simulation environments and real testbeds,
in order to evaluate advanced performance metrics in constrained environments and

in the presence of duty-cycle.



Conclusions and Outlook

This thesis summarizes the main outputs of a three-year research activity on low-
power WSNs connected to the Internet of Things. Several critical issues of WSNs
have been investigated at all protocol layers of an IoT-based architecture, including:
small memory footprint on the sensor nodes; lossy links; energy consumption; and
delay performance. Such problems are likely intertwined and impact all layers of
the architecture. Therefore, all the presented contributions are not confined to a sin-
gle layer, but rely on cross-layer solutions addressing the aforementioned problems

simultaneously.

First, the problems related to lack of memory space and lossy links have been
studied at the application layer. It has been shown how such problems impact the
distributed storage of sensed data in WSNs. Two redundant distributed data storage
mechanisms have been proposed in order to increase the resilience and storage capac-
ity against node failure and local memory shortage. The first mechanism is a greedy
hop-by-hop replication scheme, which recursively distributes data to the direct neigh-
bor with most available space. The second mechanism adds knowledge from the un-
derlying routing topology (created by RPL) for efficient data distribution, by storing

data at nodes closer to the root of the network DAG.

The second chapter has shown that an accurate knowledge of the network topol-
ogy is required to take proper decisions at higher layers. Therefore, the third chapter
has been devoted to a comprehensive analysis of the routing layer and, in particular,
to the RPL protocol, since it is the reference routing protocol in IoT scenarios. The

focus of this chapter has been mainly on the trade-off between energy consumption



134 Conclusions and Outlook

and latency in WSNs. A novel routing metric for RPL, which minimizes the delay
towards the root of the RPL DODAG, has been designed, assuming that nodes run
with very low duty cycles (e.g., under 1%) at the MAC layer. It has been shown
how the routing layer can leverage on information from the underlying MAC layer to
optimally build routing paths.

The previous results have suggested that, specularly to the previous design ap-
proach, a deep understanding of the MAC layer in the design of routing protocols
is required. Therefore, the fourth chapter has studied the trade-off between energy
consumption and delay from the MAC layer point of view, with a key focus on radio
duty cycling. A cross-layer MAC protocol, denoted as RAWMAC, has been pro-
posed. RAWMAC uses routing as a management module for asynchronous MAC
layers, which are more robust to clock drifts, in order to create a wave of propagation
from the leaves to the root of a routing tree.

Finally, limitations brought by energy consumption and small memory footprint
have been studied from a security point of view. Security does not fall into a specific
layer of the architecture, but it can be vertically applied to all layers. In particular, the
fifth chapter has dealt with authorization and privacy for WSNs. The research activity
has investigated how complex authorization mechanisms may waste the resources of
a smart object. A flexible service-oriented architecture for WSNs, which delegates
the authorization to an external service, based on the standard OAuth protocol, has
been proposed.

All the proposed solutions have been tested both through simulations as well as
experimental testbeds. In particular, the CALIPSO project, within which the research
activity of the PhD program that has lead to this thesis was carried out, allowed to

evaluate our work in real IoT-based application scenarios, such as Smart Parking.

In the future, IoT will continue to increase its pivotal role in our economy and so-
ciety. The research community has been initially focusing on how to connect WSNs
with IP. This has spurred a significant research activity trying to determine the “best”
IoT-based technologies and protocols to be applied to WSNs. However, the fragmen-
tation and proliferation of standards and technologies, designed within bodies such

as IETF and IEEE, has moved the attention of the community towards Big Data and
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other concepts. As for WSNs, now is really the time to test and evaluate things in real
applications on a large scale. This will help new loT-based unimagined applications

to emerge, as well as novel business models to come.
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